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“ Prediction is very difficult, especially about the future.”

— Niels Bohr
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Abstract

This PhD thesis focuses on improving the extraction of neuroimage markers for
the prognosis and outcome prediction of neurological pathologies such as ischemic
stroke, Alzheimer’s disease (AD) and multiple sclerosis (MS). Our work has been
developed on two of the most relevant neuroimage markers for diagnosis and
prediction, brain lesion segmentation and longitudinal atrophy quantification.
Brain lesion segmentation can be directly used in MS and ischemic stroke as a
prognostic marker and can also be useful for other downstream segmentation
tasks. In MS, disease activity produces very characteristic lesions which can
help with diagnosis and prognosis of the pathology. In ischemic stroke, lesion
segmentation can inform the treatment decision workflow by quantifying the
amount of tissue that could be salvaged against the risks of surgical intervention.
We also tackle in this PhD thesis the task of brain tissue segmentation for
longitudinal atrophy quantification, a validated prognostic image marker in MS
and AD. Measurements of longitudinal atrophy can be used to assess the rate of
disease progression and might even help to predict AD onset years in advance. In
MS patients, an accelerated rate of brain atrophy is also observed as a result of
disease activity and is used as a prognostic marker and to evaluate the response
of disease-modifying treatments.

The work in this thesis has been developed in several stages. In stage one, we
approach the task of brain lesion segmentation and propose two patch-based deep
learning methods for ischemic stroke, a 2D approach for computed tomography
(CT) images and a 3D one for magnetic resonance imaging (MRI). Within both
of these approaches, we have proposed training patch sampling techniques along
with class balancing loss functions to mitigate the imbalance between healthy
and lesion classes. We have also explored the use of several post-processing
techniques to rectify the classification confidence of the model and filter lesions
based on its morphology. Additionally, we have proposed a novel technique to
exploit features based on the bilateral symmetry between brain hemispheres. The
proposed approaches have shown state-of-the-art performance on two well-known
publicly available datasets from the 2015 and 2018 editions of the Ischemic Stroke
Lesion Segmentation (ISLES) challenge.

In the subsequent stages of this thesis, we focused on brain tissue segmentation
for cross-sectional and longitudinal volumetric analysis. Although deep learning
techniques have been at the forefront of many recent breakthroughs, current
state-of-the-art methods for brain tissue segmentation have still not found a way
to benefit from them. The main issue preventing their application is that the
typically employed supervised deep learning methods would require accurate
manual measurements of brain volumetry, which are virtually impossible to
perform by human raters. Thus, we propose an unsupervised patch-based deep
learning framework designed for accurate brain tissue segmentation which does
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not rely on manual annotations for training. Instead, we learn from the outputs
of a reference classical segmentation method and use data-driven techniques to
improve upon their results and compensate its shortcomings. This unsupervised
brain tissue segmentation framework is used as the basis for the work performed
in the next stages.

Although the effect of WM lesions typically observed in MS patient images
has been extensively studied in classical brain tissue segmentation methods,
it has still not been evaluated within the more recent deep learning based
approaches. In this regard, we begin by studying and evaluating the error that
is introduced by WM lesions in our deep learning based tissue segmentation
framework. Then, we propose an approach to reduce the error that these lesions
introduce in the measured tissue volumes. Typically, the gold standard technique
to mitigate WM lesion effect is to perform a lesion filling or inpainting in a
previous separate step to prevent the abnormal intensities from interfering with
the tissue segmentation. Instead, we propose a data-driven technique that
performs the inpainting and segmentation tasks in an end-to-end fashion within
our deep learning framework. By jointly optimizing both tasks, we are able to
obtain an inpainting model that is also trained to aid in the segmentation task
and minimizes the WM lesion influence to almost negligible levels.

Finally, based on our previously developed unsupervised brain tissue segmen-
tation framework, we propose a method for longitudinal atrophy quantification.
Within our approach, the network learns from a reference tissue segmentation
method while utilizing data priors to regularize the training and avoid learning
its errors and biases. More specifically, we propose a tissue similarity regulariza-
tion during training which penalizes volume differences between pairs of scans
from the same patient made within a short time interval. The experimental
results show our method has greatly reduced short interval error and improved
sensitivity to differences between healthy and AD patients compared to the
reference method used for training.

In this PhD thesis, we have worked with diverse neuroimage markers and
imaging modalities, which has provided valuable insights on the issues and
challenges for their use in prognostic and predictive tasks.
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Resum

Aquesta tesi doctoral se centra en millorar ’extraccié de marcadors de neu-
roimatge per al pronostic i prediccio de I'estat del pacient en patologies neu-
rologiques com l'ictus isquemic, la malaltia d’Alzheimer o I’esclerosi multiple
(EM). El nostre treball ha estat desenvolupat en dos dels marcadors de neu-
roimatge més rellevants per al diagnostic i la prediccid; la segmentacié de lesions
cerebrals i la quantificacié longitudinal d’atrofia. La segmentacié de lesions
pot ser utilitzada directament en ictus i en EM com a marcador del pronostic
i també pot ser util en posteriors tasques de segmentacié. A 'EM, 'activitat
de la malaltia produeix lesions molt caracteristiques que poden informar el
diagnostic i el pronostic de la patologia. A l'ictus isquemic, la segmentacio de
la lesié pot assistir en la decisié del tractament mitjancant la quantificacio del
teixit que podria salvar-se front als riscos de la intervencié quirirgica. També
abordem en aquesta tesi doctoral la segmentacié del teixit cerebral per a la
quantificacié de I'atrofia longitudinal, un marcador d’imatge pronostic validat a
la EM i la malaltia d’Alzheimer. Les mesures de I'atrofia longitudinal es poden
fer servir per avaluar la velocitat de progressi6é de la malaltia i fins i tot podrien
ajudar a predir 'inici de la malaltia d’Alzheimer anys abans de mostrar els
primers simptomes. En pacients amb EM, també s’observa una taxa accelerada
d’atrofia cerebral com a resultat de l'activitat de la malaltia i la seva mesura pot
servir com a marcador pronostic i també per avaluar la resposta als tractaments
modificadors de la malaltia.

El treball d’aquesta tesi s’ha desenvolupat en diverses fases. En la primera
fase, abordem la segmentacié de lesions cerebrals i proposem dos metodes de
deep learning basats en blocs per ictus isquemic, un metode 2D per a imatges de
tomografia computaritzada i un 3D per a imatges de ressonancia magnetica. En
tots dos metodes, hem proposat una tecnica de mostreig de blocs d’entrenament
juntament amb funcions de perdua dissenyades per balancejar la contribucié de
la classe sana i lesionada i mitigar el seu desequilibri. També hem explorat 1'is
de diverses tecniques de postprocessament utilitzant ’estimacioé de I'incertesa
de classificacio i el filtratge morfologic de les lesions. A més, hem proposat
una tecnica per explotar caracteristiques basades en la simetria bilateral entre
els hemisferis cerebrals. Els metodes proposats han demostrat estar a l'estat
de 'art en termes de rendiment en dos coneguts conjunts de dades accessibles
publicament en les edicions de 2015 i 2018 del repte internacional Ischemic
Stroke Lesion Segmentation (ISLES).

Posteriorment, a les segiients etapes de la tesi ens hem centrat en la seg-
mentaci6 de teixit cerebral per a ’analisi volumetric transversal i longitudinal.
Tot i que les tecniques de deep learning han estat al capdavant dels avengos
recents, els metodes actuals per a la segmentacio del teixit cerebral encara no
han trobat la manera de beneficiar-se’'n. El principal problema que n’impedeix
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I’aplicacio és que els metodes tipics de deep learning supervisats requereixen
mesures manuals precises de la volumetria cerebral, que séon virtualment impos-
sibles de realitzar per humans. Per tant, en aquesta tesi proposem un sistema de
deep learning no supervisat basat en blocs dissenyat per a una segmentacié pre-
cisa del teixit cerebral que no requereix anotacions manuals per a ’entrenament.
En el seu lloc, aprenem dels resultats d’'un metode de segmentacié classic com a
referencia i utilitzem tecniques basades en coneixement a priori de les dades per
millorar-ne els resultats i compensar les seves deficiencies. Aquest sistema de
segmentacio de teixit cerebral no supervisat s’utilitza com a base per al treball
dut a terme a les proximes etapes.

Tot i que 'efecte de les lesions de materia blanca (MB) tipicament observades
a les imatges de pacients amb EM s’ha estudiat ampliament en els metodes
classics de segmentacié del teixit cerebral, encara no s’ha avaluat dins dels
metodes més recents basats en deep learning. En aquest sentit, hem estudiat i
avaluat 'error que introdueixen les lesions de MB al nostre sistema de segmentacio
de teixits basat en deep learning no supervisat. Posteriorment, proposem un
metode per reduir I'error que aquestes lesions introdueixen a les mesures de
volums de teixit. En general, la tecnica estandard per mitigar I'efecte de la lesié
de MB és fer un repintat o inpainting de la lesié en un pas previ per evitar
que aquestes intensitats anormals interfereixin amb la segmentacié del teixit.
En el seu lloc, nosaltres proposem una tecnica basada en dades que realitza
les tasques de repintat i segmentacié integrament dins del nostre sistema de
deep learning. Optimitzant conjuntament les dues tasques obtenim un model de
repintat optimitzat per a la tasca de segmentacié i que minimitza la influéncia
de la lesio a nivells gairebé insignificants.

Finalment, partint del sistema de segmentacio de teixit cerebral no supervisat
desenvolupat previament, proposem un metode per a la quantificacié de I'atrofia
longitudinal. En el nostre metode, la xarxa apren d’'un metode de segmentacio
de teixit com a referéncia mentre utilitza coneixement previ sobre les dades
per regularitzar 'entrenament i evitar aprendre aixi dels seus errors i biaixos.
Meés especificament, proposem una regularitzacié basada en la similitud de
teixits durant ’entrenament que penalitza les diferéncies de volum entre parells
d’imatges del mateix pacient fetes en un curt interval de temps. Els resultats
experimentals mostren que el nostre metode redueix en gran mesura l'error a
curt termini i millora la sensibilitat a les difereéncies entre pacients sans i amb
malaltia d’Alzheimer en comparacié amb el metode de referencia utilitzat per a
entrenar.

En resum, en aquesta tesi doctoral hem desenvolupat metodes per a I'extraccié
de diversos marcadors neurologics procedents de diferents modalitats d’imatge,
obtenint informaci6 valuosa per al seu s en tasques de pronostic i prediccié en
malalties neurologiques.
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Resumen

Esta tesis doctoral se centra en mejorar la extraccion de marcadores de neu-
roimagen para el prondstico y la prediccion del estado del paciente en patologias
neurolégicas como el ictus isquémico, enfermedad de Alzheimer (EA) o la es-
clerosis multiple (EM). Nuestra investigacién se ha desarrollado en dos de los
marcadores de neuroimagen mas relevantes para diagnéstico y prediccion; la
segmentacion de lesiones cerebrales y la cuantificaciéon longitudinal de atrofia.
La segmentacion de lesiones puede ser utilizada directamente en ictus y en MS
como un marcador del prondstico y también puede ser 1til en posteriores tareas
de segmentacion. En la EM, la actividad de la enfermedad produce lesiones muy
caracteristicas que pueden informar el diagnodstico y pronostico de la patologia.
En el ictus isquémico, la segmentacion de la lesion puede asistir en la decision
del tratamiento mediante la cuantificacién del tejido que podria salvarse frente
a los riesgos de la intervencion quirdrgica. También abordamos en esta tesis
doctoral la tarea de la segmentacion del tejido cerebral para la cuantificacién
de atrofia longitudinal, un marcador de imagen pronostico validado en la EM
y la EA. Las mediciones de atrofia longitudinal se pueden usar para evaluar la
velocidad de progresion de la EA e incluso podrian ayudar a predecir el inicio de
la enfermedad anos antes de mostrar los primeros sintomas. En pacientes con
EM, también se observa una tasa acelerada de atrofia cerebral como resultado
de la actividad de la enfermedad y su medicién puede usarse como marcador
pronéstico y para evaluar la respuesta a los tratamientos modificadores de la
enfermedad.

El trabajo de esta tesis se ha desarrollado en varias fases. En la primera fase
abordamos la segmentacion de lesiones cerebrales y proponemos dos métodos
de deep learning basados en parches para ictus isquémico, un método 2D para
imagenes de tomografia computarizada y uno 3D para imagenes de resonancia
magnética. En ambos métodos, hemos propuesto una técnica de muestreo de
parches de entrenamiento junto con funciones de pérdida balanceadoras para
mitigar el desequilibrio entre la clase sana y la lesionada. También hemos explo-
rado el uso de varias técnicas de post-procesamiento usando la estimacion de la
incerteza de clasificacion y el filtrado morfolégico de lesiones. Ademaés, hemos
propuesto una técnica para explotar caracteristicas basadas en la simetria bila-
teral entre los hemisferios cerebrales. Los métodos propuestos han demostrado
un rendimiento al nivel del estado del arte en dos conocidos conjuntos de datos
accesibles publicamente en las ediciones de 2015 y 2018 del reto internacional
Ischemic Stroke Lesion Segmentation (ISLES).

En las siguientes etapas de esta tesis nos hemos centrado en la segmentacion
de tejido cerebral para el analisis volumétrico transversal y longitudinal. Aunque
las técnicas de deep learning han estado a la vanguardia de los recientes avances,
los métodos actuales para la segmentacion del tejido cerebral ain no han
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encontrado la manera de beneficiarse de ellos. El principal problema que impide
su aplicacién es que los tipicos métodos de aprendizaje profundo supervisados
requieren mediciones manuales precisas de la volumetria cerebral, que son
virtualmente imposibles de realizar por humanos. Por lo tanto, en esta tesis
proponemos un sistema de deep learning no supervisado basado en parches
disenado para una segmentacién precisa del tejido cerebral que no requiere
anotaciones manuales para el entrenamiento. En su lugar, aprendemos de los
resultados de un método de segmentacion clasico como referencia y utilizamos
técnicas basadas en los datos para mejorar sus resultados y compensar sus
deficiencias. Este sistema de segmentacion de tejido cerebral no supervisado se
utiliza como base para el trabajo realizado en las proximas etapas.

Aunque el efecto de las lesiones de materia blanca (MB) tipicamente obser-
vadas en las iméagenes de pacientes con EM se ha estudiado ampliamente en
los métodos clasicos de segmentacion del tejido cerebral, aiin no se ha evaluado
dentro de los métodos mas recientes basados en deep learning. En este sentido,
comenzamos estudiando y evaluando el error que introducen las lesiones de
MB en nuestro sistema de segmentacion de tejidos basado en deep learning no
supervisado. Posteriormente, proponemos un método para reducir el error que
estas lesiones introducen en la medicion de los volimenes de tejidos. Por lo
general, la técnica estandar para mitigar el efecto de la lesion de MB es realizar
un repintado o inpainting de la lesién en un paso previo para evitar que estas
intensidades anormales interfieran con la segmentaciéon del tejido. En su lugar,
proponemos una técnica basada en datos que realiza las tareas de repintado
y segmentacion integramente dentro de nuestro sistema de deep learning. Al
optimizar conjuntamente ambas tareas, obtenemos un modelo de repintado
optimizado para la tarea de segmentacion y que minimiza la influencia de la
lesion a niveles casi insignificantes.

Por tltimo, partiendo del sistema de segmentaciéon de tejido cerebral no super-
visado desarrollado previamente, proponemos un método para la cuantificacién
de la atrofia longitudinal. En nuestro método, la red aprende de un método
de segmentacion de tejido como referencia mientras utiliza conocimiento previo
sobre los datos para regularizar el entrenamiento y evitar aprender también sus
errores y sesgos. Mas especificamente, proponemos una regularizaciéon basada en
la similitud de tejidos durante el entrenamiento que penaliza las diferencias de
volumen entre pares de imagenes del mismo paciente realizadas en un intervalo
corto de tiempo. Los resultados experimentales muestran que nuestro método
reduce en gran medida el error de corto plazo y mejora la sensibilidad a las
diferencias entre pacientes sanos y con EA en comparacion con el método que se
ha usado como referencia para el entrenamiento.

En resumen, en esta tesis doctoral hemos desarrollado métodos para la
extraccién de diversos marcadores neuroldgicos en diferentes modalidades de
imagen, lo que ha proporcionado informaciéon valiosa para su uso en tareas de
prondstico y prediccion de enfermedades neurolégicas.



Chapter 1

Introduction

1.1 Research Context

1.1.1 Ischemic stroke

Stroke is a medical condition by which an abnormal blood flow in the brain
causes the death of cerebral tissue. Stroke is the third most common cause
of morbidity worldwide, after myocardial infarction and cancer, and is the
leading cause of acquired disability [1]. Depending on the type of abnormality,
strokes can be divided in ischemic (80%) due to insufficient blood supply, and
hemorrhagic (20%), typically due to a vessel rupture inside the brain generating
toxic hematoma and swelling.

In an ischemic stroke, a blockage in an artery reduces the blood flow to
its irrigated region, which starves the area of nutrients and puts it at risk of
irreversible damage. The infarcted tissue during an episode is divided into three
regions depending on the potential for its recovery, also referred as salvageablity:
core, penumbra and benign oligemia. The core is formed by irreversibly damaged
tissue, and is characterized by a fatally low blood supply. The penumbra
represents tissue at risk but with enough blood supply that can be eventually
salvaged depending on factors such as revascularization, collateral blood supply,
tissue resistance, etc. The benign oligemia is an area whose vascularity has been
altered by the stroke but is not at risk of permanent damage. In the affected
area of the brain, the stroke lesion undergoes dynamic temporal evolution as
depicted in Figure 1.1. Progressively, the lesion core grows as the affected tissue
from the penumbra exhausts its nutrients and undergoes infarction. The stages
of evolution are typically subdivided according to the time passed since stroke
onset into acute during the first 24 hours, sub-acute from day one up to the
second week, and chronic from the second week onward.

Once the symptoms of stroke have been identified, a shorter time to treatment
is strongly correlated with a positive outcome [3]. Acute ischemic stroke therapies
try to stop a stroke while it is happening by quickly dissolving the blood clot
with medication or physical intervention. If the patient arrives at the hospital
within the first 3 to 4.5 hours after the stroke, a tissue plasminogen activator is
administered intravenously. It is a type of anticoagulant that works by dissolving
the clot and improving flow to the part of the brain being deprived of blood.
When promptly administered, it can save lives and reduce the long-term effects of
stroke. Physical removal of a large blood clot, called an endovascular procedure
or a mechanical thrombectomy, is another strongly recommended treatment
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FIGURE 1.1: Temporal evolution of an ischemic stroke lesion [2].

option with successful reperfusion in up to 80% of receivers [4]. However, this
surgery is not free of risks. A study found the overall complication rate was
about 15.3% including symptomatic intracranial hemorrhage in 8.1% and 6.6%
deaths [5]. In the acute setting, brain imaging plays a key role in assessing if
the volume of penumbra, i.e. tissue that could be salvaged, is large enough to
outweigh the risks of a surgical intervention.

1.1.2 Multiple Sclerosis

Multiple sclerosis (MS) is an immune-mediated inflammatory disease in the
central nervous system affecting more than 2.8M people worldwide [6]. With a
prevalence of 36 per 100.000 inhabitants, MS is the most common neurological
cause of disability for young adults, with an average age of diagnosis ranging
from 30 to 33 years. MS is a demyelinating disease, in which the insulating
covers of nerve cells in the brain and spinal cord are damaged by the immune
system. This damage interferes with the signal transmission between parts of
the nervous system and leads to a range of physical, mental and psychiatric
symptoms. MS is also characterized by the formation of focal lesions in the
central nervous system and inflammation. Among the most common symptoms,
MS patients can both temporarily and progressively experience partial paralysis,
fatigue, cognitive dysfunction, muscle weakness and trouble with sensation or
coordination.

Clinically isolated syndrome (CIS) is a first episode of neurologic symptoms,
lasting for at least 24 hours, caused by inflammation and demyelination in the
central nervous system. This kind of episodes are characteristic of MS but do
not constitute a definitive criteria for diagnosis because people who experience
a CIS may or may not go on to develop MS. When CIS is accompanied by
the characteristic small lesions typical of MS, such as the ones depicted in
Figure 1.2, the person has a high likelihood of a second episode of neurologic
symptoms and definitive diagnosis. MS is typically subdivided in different
types according to the appearance of new symptoms, which can either occur
in isolated attacks (relapsing forms) or progressively build up over time (pro-
gressive forms). Relapsing-remitting MS (RRMS) is the most common disease
course covering over 85% of the cases. It is characterized by clearly defined
attacks of new relapses followed by periods of partial or complete recovery
(remissions). Approximately 12% of MS patients are initially diagnosed with
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FiGURE 1.2: Examples of small hyperintense lesions characteristic of MS.

primary progressive MS (PPMS), which is characterized by worsening neurologic
function (accumulation of disability) from the onset of symptoms, without early
relapses or remissions. Some patients with RRMS diagnosis might eventually
transition into a form of secondary progressive MS (SPMS). In this stage, there
is a progressive worsening of neurologic function (accumulation of disability)
over time, occasional relapses may occur as well as periods of stability.

In the clinical setting, brain imaging has become an essential tool for manage-
ment of multiple sclerosis patients. After the initial diagnosis, disease monitoring
is regularly performed to MS patients with brain imaging for assessment of new
disease activity, such as the appearance of new lesions or increased brain atrophy
[7]. Moreover, it is also used to assess the effectiveness of disease-modifying
treatments both in routine clinical practice as well as in experimental trials [8].

1.1.3 Alzheimer’s disease

Alzheimer’s disease (AD) is a neurodegenerative pathology characterized by
the loss of neurons and synapses in the cerebral cortex and certain subcortical
regions. As of 2020, there were approximately 50 million people worldwide with
Alzheimer’s disease [9]. It is most commonly diagnosed in people over 65 years of
age but up to 10% of the cases are early-onset affecting those in their 30s to mid-
60s. The main early symptom is difficulty in remembering recent events, with
more symptoms appearing progressively as the disease advances such as language
problems, disorientation, mood swings, behavioral issues, loss of bodily functions
and ultimately death. The disease process if mainly associated to amyloid
plaques, neurofibrillary tangles, loss of brain connectivity and generalized brain
atrophy (see Figure 1.3). Although some environmental and genetic risk factors
have been identified in correlation studies, the cause of Alzheimer’s disease is
poorly understood. Since initial symptoms are often mistaken for normal aging,
a typical diagnosis requires cognitive testing, blood tests and brain imaging. A
growing number of studies report that brain imaging can play an important role
in early detection [10] and predicting the evolution of patients [11].



4 Chapter 1. Introduction

(A) Baseline (B) 2 year follow-up

FI1GURE 1.3: Longitudinal scans of an Alzheimer’s disease patient. The reduction in

gray and white matter volume due to the generalized atrophy process is compensated

by an increase in cerebrospinal fluid (CSF), producing an apparent enlargement of
the ventricles and sulci in the cortex.

1.2 Research Background

Within the University of Girona, the Computer Vision and Robotics (VICOROB)
research group was established in 1996. Stemming from its computer vision
expertise, the group began working in the field of medical image analysis, initially
dealing with segmentation and registration in X-ray breast imaging. In 2009,
the group started collaborating with several medical institutions and physicians
in MS to develop new tools for brain image analysis with a focus on transference
to the clinical practice. In the last years, the group has widened and generalized
its brain imaging research framework which currently focuses on preprocessing,
registration, segmentation of brain lesions, new lesions detection and longitudinal
brain volumetry for atrophy quantification in different brain diseases.

The research performed in this PhD is framed within the following projects:

1. [2016 — 2019] wASSABI: "Automatic brain Structures Segmentation As
potential imaging Blomarkers'. Awarded in 2016 by the Ministerio de
ciencia y tecnologia. Ref: TIN2015-73563-JIN.

2. [2018 — 2021] EVOLUTION: "Predictive models for multiple sclerosis
using brain magnetic resonance imaging biomarkers'. Awarded in 2017 by
Ministerio de ciencia y tecnologia. RETOS 2017. Ref: DPI2017-86696-R.

3. [2021 - 2024] Modelling: "Models for Multiple Sclerosis using Deep Learning
on Radiological, Clinical and Laboratory Data'". Awarded in 2020 by
Ministerio de ciencia y tecnologia. RETOS 2020. Ref: PID2020-114769RB-
100.
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Along with these projects, there has been a strong relationship with medical
expert teams. Between 2021 and 2022, we collaborated with Dra. Yolanda Silva
from Hospital Dr. Josep Trueta in a hemorrhagic stroke project titled "Medical
image processing with artificial intelligence techniques for the segmentation and
volume quantification of cerebral hematoma and edema in stroke patients". In
the field of MS, collaborations were also carried out with Dr. Lluis Ramié and
Dr. Joan Carles Vilanova from Hospital Dr. Josep Trueta and Dr. Alex Rovira
from Hospital Vall d’Hebron.

1.3 Objectives

As part of the wASSABI, EVOLUTION and Modelling research frameworks,
the goal of the thesis is described as:

To develop novel deep learning based methods for improving the
quality and robustness of cross-sectional and longitudinal neuroimage
markers for the prognosis and outcome prediction of brain pathologies.

The sub-goals for this thesis revolve around the most relevant brain imaging
markers for prognosis and outcome prediction of the considered pathologies.
Dealing with several image based markers will allow to gain knowledge and
insights about the challenges and particularities of each marker and how they
can be improved and combined for its future use in predictive models. We
propose and detail the following sub-goals:

e to propose deep learning based approaches for improving brain
lesion segmentation in ischemic stroke. In recent years, the prolifera-
tion of medical imaging challenges has sparked an increase in the number
of high-quality publicly accessible brain imaging datasets. At the same
time, there is a surge of deep learning works proposing and evaluating
a huge number of novel techniques in a wide variety of medical imaging
related tasks. The field of brain lesion segmentation covers a huge array
of neurological pathologies and imaging modalities, which has ultimately
ended up in a highly fragmented literature with many preprocessing and
data-driven techniques validated only for certain imaging modalities and
pathologies. While many of these techniques and innovations are very
specifically tuned to the particular physiopathology of the imaged disease,
others are general enough to also benefit other unrelated tasks. As part of
our goal, we will review the literature for recently proposed brain lesion
segmentation methods to identify and apply techniques with the potential
to improve our ischemic stroke lesion segmentation framework. We also aim
at developing and validating novel techniques and approaches to improve
results by leveraging the physiopathology of stroke and the particularities
of typically employed imaging modalities.

e to qualitatively and quantitatively evaluate the effect of WM
lesions within deep learning based brain tissue segmentation
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methods and to develop novel data-driven techniques to reduce its
influence. Brain lesions affecting the white matter of the brain can appear
due to a wide array of causes and are a common occurrence in demyelinating
inflammatory disorders, such as MS, and degenerative disorders, such
as AD. The presence of WM lesions interferes with longitudinal brain
atrophy quantification methods and distort brain volume measurements.
Although the effect of WM lesions on tissue segmentation methods has been
extensively documented in the literature, it has still not been evaluated
within the more recent deep learning based approaches. Hence, our goal
is to evaluate the effect of these lesions within deep learning based brain
tissue segmentation methods and propose novel techniques to reduce their
effect. Our hypothesis is that WM lesions will have a different effect on
deep learning based methods and that their influence can be reduced more
effectively by leveraging of data-driven techniques.

e to develop novel unsupervised deep learning methods for brain
atrophy quantification. Although deep learning techniques have been
at the forefront of many recent breakthroughs in medical image process-
ing, current state-of-the-art techniques for brain atrophy quantification
do not make use of these data-driven techniques and are yet to benefit
from their advancements. The main issue is that most of the cutting
edge techniques are based on supervised deep learning, where a ground
truth annotation made by an expert physicians is used to train the model.
The challenge for brain atrophy quantification methods is that sufficiently
accurate manual ground truth annotations for effective training are virtu-
ally impossible to achieve by human raters. Thus, our goal is to develop
novel unsupervised deep learning techniques that can improve upon the
state-of-the-art methods for brain atrophy quantification without the use
of manual annotations.

Throughout the completion of the considered objectives, we made most of
the source code publicly available to the medical imaging community to improve
the reproducibility of the research carried out in this thesis.

1.4 Document Structure

This thesis is done as the compendium of three Q1 JCR journal publications
and one submission to a Q1 JCR journal, covering chapters 3 to 6. The articles
in this compendium draw the clear thematic unity of presenting deep learning
methods for extraction of brain image markers relevant to the prognosis and
outcome prediction of neurological pathologies. Predictive models typically rely
on the use of several image-based markers, along with a range of clinical and
patient data, to perform prognostic and functional outcome prediction tasks.
The set of articles in this compendium encompass two of the most clinically
relevant imaging markers for prediction tasks, brain lesion segmentation and
brain tissue segmentation for cross-sectional and longitudinal volumetry. The
following parts of the thesis are structured as:
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Chapter 2. Thesis Context. This chapter presents the theoretical and
technical background in which this thesis is framed. It has been divided
in four main sections consisting on the basis for volumetric brain imaging,
a brief introduction to deep learning and the research background for the
tasks of stroke lesion segmentation and brain atrophy quantification.

Chapter 3. Acute ischemic stroke lesion core segmentation in CT
perfusion images using fully convolutional neural networks. In
this chapter, we present a 2D patch-based deep learning methodology for
ischemic stroke lesion segmentation in non-contrast CT and CT perfusion
imaging.

Chapter 4. Acute and sub-acute stroke lesion segmentation
from multimodal MRI. We present a 3D patch-based deep learning
approach for acute and sub-acute ischemic stroke lesion segmentation from
multimodal MRI.

Chapter 5. Minimizing the effect of white matter lesions on
deep learning based tissue segmentation for brain volumetry. We
present a novel technique for training a deep learning based brain tissue
segmentation method with built-in white matter lesion effect reduction
onto the measured tissue volumes.

Chapter 6. Improving segmentation-based brain atrophy quan-
tification with unsupervised deep learning using tissue similarity
regularization. In this chapter, we present a novel unsupervised deep
learning pipeline for segmentation-based longitudinal atrophy quantifica-
tion which uses a tissue similarity regularization to achieve state-of-the-art
results.

Chapter 7. Main results and discussion. We summarize and discuss
the major results of the work realized within this thesis.

Chapter 8. Conclusions. This chapter presents the main contributions
and discusses future research that might derive from the work realized in
this thesis.






Chapter 2

Thesis Context

2.1 Volumetric brain imaging

During the last few decades, advances in physics, electronics and computer
science have sparked the proliferation and availability of in vivo non-invasive
volumetric imaging of the human anatomy. In its digital form, the imaged space
is discretized into a grid of small cubes and represented as a three dimensional
structured array of numbers. In contrast to conventional imaging techniques,
such as photography, that typically produce two-dimensional projections from a
single viewpoint, volumetric imaging captures a one to one absolute magnitude
representation of the imaged space without projection of any kind. Each of the
volumetric picture elements, commonly refered to as a voxel, represents a cube
centered on a specific point in space and of known absolute volume, characterized
by the wvozel size in each dimension which is measured in mm. Within this 3D
grid, each voxel contains the average signal intensity, which depends on the
imaging modality, within the volume it represents. Depending on the scanning
principle, 3D images may be acquired as a series of stacked two-dimensional
(2D) images each having a specific slice thickness and acquired at regular spatial
intervals according to the slice spacing.

In medical imaging, the three dimensional image array is spatially referenced
by accompanying metadata to standard human anatomical axes as well as to
standardized world coordinates, expressed in mm, as illustrated in Figure 2.1.
The relationship between voxel and world coordinates is typically encoded in an

FIGURE 2.1: Relation between world (left), anatomical (center) and image (right) co-
ordinate systems. (Source: https://www.slicer.org/wiki/Coordinate_systems)
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FIGURE 2.2: Sinogram and tomographical reconstruction of a CT brain scan slice.

affine transformation matrix to a reference origin and orientation that depends
on the convention adopted by the file format. Additional metadata is usually
included to also encode the spatial properties of the voxel dimensions, such as
voxel size or spacing. In brain imaging, typical voxel sizes are in the order of
1 x 1 x 1mm, with higher resolution images in the order of 0.5 x 0.5 x 0.5mm.

2.1.1 Computed Tomography

A computed tomography (CT) scan involves a motorized moving array of X-
ray emitting diodes, and its corresponding detectors, which are used to take
multiple 1D measurements from many different angles and positions and use
computational methods to reconstruct the underlying 3D anatomy. The most
common type of CT scan is refered to as spiral CT, or helical CT, in which an
entire X-ray tube is spun around the central axis of the area being scanned. Due
to the physical constraints of the acquisition, CT scans are typically acquired
as a series of stacked 2D slices. For each 2D slice, multiple x-ray attenuation
measurements are taken from many different angles around the central axis
during each rotation of the scanner. All of the measurements taken are then
merged onto a sinogram, which relates the axial displacement of the diodes and
the radial angles at which the measurements where taken. The sinogram is
then computationally processed using tomographic reconstruction algorithms
which reconstruct cross-sectional tomographic images of the internal anatomy.
An example of a sinogram and the final reconstructed image can be found in
Figure 2.2.

2.1.2 Magnetic Resonance Imaging

Magnetic resonance imaging (MRI) is a non-invasive medical imaging technique
that produces high quality representations of the internal anatomy and phys-
iological process of the body. Its imaging principle is based on the magnetic
resonance of the single proton that forms the hydrogen nuclei and which is
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F1GURE 2.3: Common MRI sequences used for brain imaging.

present in almost all living tissue. To perform an MRI scan, a strong oscillating
magnetic field made with an emitter coil array is used to excite the hydrogen
atoms and align their rotation axis to that of the applied field. This creates
a phase coherence in the precession of all the proton spins. After the initial
alignment, information about the underlying anatomy can be inferred from the
way in which the hydrogen atoms return to its natural spin and which induces
an electric current through the receiver coil. The key factor is that the behavior
of protons is affected by fields from other atoms to which they are bonded,
which makes it possible to separate the responses from hydrogen bonded within
specific compounds in different tissues. Spatial encoding of the MRI signal is
accomplished through the use of magnetic field gradients, which are compounded
onto the base field, having an intensity offset that depends linearly on the spatial
position. Brain MRI requires a very strong magnetic field, typically in the order
of 1.5 to 3.0 Teslas, and which is uniform across the imaged volume within very
small tolerances. In particular circumstances, extraneous contrast agents highly
sensitive to magnetization may be given to highlight specific regions or processes.

After the initial magnetic resonance excitation, the measured magnetization
signal of hydrogen nuclei is attenuated due to two simultaneous relaxation
processes. The magnetization vector slowly relaxes towards its equilibrium
orientation, parallel to the static magnetic field, at a tissue dependent time
constant called the spin-lattice relaxation time (T1). Concurrently, the loss of
coherence in the phases of spin precession attenuates the measured signal with a
tissue-dependent time constant called the transverse relaxation time (T2). Since
each tissue has particular responses of T1 and T2 times, specific highlighting
of tissues or different contrasts between them can be obtained by tuning the
excitation and measurement parameters. In T1 weighted (T1w) images, such as
the one in Figure 2.3a, fat tissue quickly realigns its longitudinal magnetization
and it therefore appears bright. In contrast, water has much slower longitudinal
magnetization realignment and therefore has less transverse signal intensity,
appearing dark. T1w images are typically used for assessing the cerebral cortex,
identifying fatty tissue and observing the brain morphology in general. T2
weighted images (T2w) show different intensities and contrasts between tissues
(see Figure 2.3b), and are useful in brain MRI for detecting edema, inflammation
and revealing white matter lesions. In T2w images, external factors such as
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magnetic field inhomogeneity can alter the T2 relaxation time. This additional
effect is initially captured on T2* weighted imaging, which is what the coil
receiver actually detects during T2w imaging. To mitigate these extraneous
influences, a refocusing pulse on spin-echo sequences is emitted to obtain the
desired T2w image.

Another common MRI modality is Proton density (PD) weighting, depicted
in Figure 2.3d, where intensity is proportional to the number of hydrogen
protons in the area being imaged. PD weighted images are obtained when
the contribution of both T1 and T2 contrast is minimized, and its particularly
useful for imaging of structures adjacent to the ventricles, since it reduces the
confounding signal coming from the cerebrospinal fluid. PD is often aquired
along with T2w images since they can be acquired in a single sequence by using
a dual spin-echo technique.

Fluid-attenuated inversion-recovery (FLAIR) is another MRI modality, which
is a type of heavy T2-weighting modality that selectively nulls the signal coming
from cerebrospinal fluid (see Figure 2.3c). In this sequence, a preliminary pulse
is used to induce a magnetization in the inverse direction in which the upcoming
T2w sequence will be performed. After the initial inverting pulse, tissues relax
into their original magnetization at different longitudinal (T1) relaxation rates.
The T2w sequence is delayed to the point when the longitudinal magnetization
reaches the null point for the fluid, which we wish to suppress. This delay is
called the time to inversion (TI) and it can be varied to suppress other kind of
tissues depending on their T1 relaxation characteristics. Similar to PD, this kind
of sequence improves the contrast of brain structures adjacent to cerebrospinal
fluid.

Another form of MRI is that of diffusion weighted imaging (DWTI), which is
based on the measurement of the random Brownian motion of water within a
voxel of tissue. As opposed to the free diffusion of pure water in a container,
the diffusion of the water present in tissue is restricted by the cell membrane
boundaries. To measure the diffusion characteristics in MRI, the attenuation of
the T2* signal is measured proportional to the freedom of movement of water
molecules. Thus, in DWI there is no need for the refocusing pulse used in
T2w images. To perform DWI, an initial T2* weighted image is taken with no
diffusion attenuation which will set the baseline b=0 image. Afterwards, the
diffusion characteristics of tissue are measured in various directions, a minimum
of 3 orthogonal directions. Each of the measurements is done by first applying
a strong gradient in one direction and then applying a symmetrically opposite
one. Depending on the amplitude, duration and intervals of each pulse, a
corresponding b value is associated as illustrated in Figure 2.4. At a physical
level, water molecules will acquire different precession speeds depending on the
magnitude of the gradient at their position. Molecules in the stronger areas of
the gradient will acquire a fast precession speed and a slower one in the other end
of the gradient. Since water molecules with restricted diffusion do not change
location easily, they are exposed to the second gradient with a symmetrically
opposite strength and phase. This creates a rephasing effect where the faster
precessing protons will be slowed down and the slower ones will be sped up.
When this happens, at the end of the pulse, all protons which stayed in the
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F1GURE 2.4: DWI images with increasing b value. Case courtesy of A.Prof Frank
Gaillard, Radiopaedia.org, rID: 33859. As the b value increases denser structures,
such as the central ventricles, with more restricted diffusivity attenuate more.

same voxel will spin in unison and emit strong echo, appearing as bright areas
in the image. On the other hand, freely moving water molecules will jump to
neighboring voxels between the gradient pulses. Hence, the second gradient will
not create this rephasing effect where the precession speeds of all molecules in
the voxel are uniformly compensated. When the echo is measured from freely
moving water, the different precession speeds do not generate a strong echo
and appear as darker intensities. In a nutshell, the further an individual water
molecule diffuses during the sequence, the more different the rephasing gradient
strength will be and thus it will be dephased with respect to the rest of the
molecules in the imaged voxel, reducing the amount of signal returned. In brain
tissue, water within cerebrospinal fluid can diffuse very easily and, therefore,
very little signal remains after rephasing, making the ventricles appear darker.
In contrast, water in gray or white matter cannot diffuse as much since cell
membranes restrict it, hence the protons spin in unison and produce brighter
image intensities.

2.1.3 Perfusion Weighted Imaging

Perfusion Weighted Imaging (PWTI) measures the arrival and perfusion char-
acteristics of a contrast agent entering the brain through the vascular system.
It can be performed with either magnetic resonance or computed tomography;,
essentially conveying the same information. The concept of perfusion is simple,
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FIGURE 2.5: Typical perfusion curve of contrast agent in CT-PWTI [2].

a bolus of contrast is injected and the target tissue is repeatedly scanned while
the bolus enters and spreads through the vascular system. From the temporal
information on the arrival, absorption and decay of the contrast agent in the
tissue, information about its perfusion characteristics can be summarized in the
form of derived perfusion parameters.

The typical contrast agent absorption curve as well as the interpretation

of the different derived parameters is depicted in Fig. 2.5. Mainly, computed
parameters include Cerebral Blood Flow (CBF), Cerebral Blood Volume (CBV),
Mean Transit Time (MTT) and Time to maximum of deconvolved tissue residue
function (Tmax):

o CBF is proportional to the ascending slope of the curve as the contrast

agent reaches the area, the faster the flow, the more sudden the arrival of
the contrast agent. Areas perfused by collateral vessels have slower and
less robust flow than areas perfused by main arteries.

CBY is the overall volume of contrast agent present in the area throughout
the imaging process. For the sake of simplicity, CBV can be interpreted as
a rough measure of whether or not blood actually reaches the area, even if
at a slower pace.

MTT corresponds to the average time, in seconds, that red blood cells
spend within a determinate volume of capillary circulation. It represents
the relation between volume and flow, i.e. an area can have a slower inflow
but overall a greater total volume of blood.

Tmax is the time to peak of the deconvolved tissue residue function. This
mathematically derived parameter is not as intuitive to understand but
has shown promising results in acute stroke imaging tasks.

Each of these parameters is computed for each voxel from the absorption

curve as described. Finally, the extracted parameters from each voxel are
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FIGURE 2.6: Derived parameter maps from the perfusion weighted imaging temporal
series. An ischemic stroke lesion can be observed on the temporal lobe of the right
hemisphere.

merged into several maps, one per each parameter, as shown in Figure 2.6. The
modalities derived from perfusion weighted imaging usually show a lack of spatial
homogeneity due to the single voxel curve parameter extraction.

2.2 Deep learning for dense volumetric segmen-
tation

Deep learning is a type of machine learning technique in which the parameters
of an arbitrarily huge highly-dimensional parametric function are trained to
approximate a desired mapping between input and output. Deep learning relies
heavily upon the concept of automatic differentiation to make this gradient-based
optimization task computationally tractable. Automatic differentiation exploits
the fact that every deep learning model, no matter how complicated, is composed
of a sequence of elementary arithmetic operations and functions. By representing
the deep learning model as a directed graph of operations, the chain rule can
be repeatedly applied to compute the derivative at each step of the model with
time-constant complexity. The derivative is always performed with respect to
a differentiable loss function, which provides a measure of error between the
current and desired output. In each training iteration, an input is forward-passed
through the model and the loss term is computed between the predicted output
and the known desired ground truth output. Then, a backward-pass is performed
through automatic differentiation, commonly known as backpropagation, which
computes the gradients for each parameter of the model with respect to the
loss function. Finally, an optimizer will scale down the gradient and update the
model parameters towards achieving the desired mapping. Progressively and
through the use of many and varied training samples, the model parameters can
be trained to approximate highly complex non-linear mappings.

In practice, deep learning models are built with modular differentiable layers
implementing simple or composite operations. Although any kind of differentiable
mathematical operation or function can be used within deep learning layers, the
convolution operator has demonstrated excellent generalization performance and
sparked a family of models called convolutional neural networks (CNNs). They
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FIGURE 2.7: Schematic diagram of a typical CNN architecture [12] detecting the

species of the dog depicted in the bottom left, a Samoyed dog. Convolutional layers

act on all the channels of the input with a small x-y neighborhood (red square), the

resulting activations (red arrows) form the feature maps are in the row above. Max

pooling (green arrow) halves the spatial dimensions and results in smaller feature

maps for subsequent layers. The top most row represents low-dimensional images that
could be employed as features for classification.

are a variation of multilayer perceptrons based on shared-weights architecture
and translation invariance characteristics. Inspired by biological processes, the
connectivity pattern resembles the organization of the animal visual cortex [12].
These models are implemented as a bank of filters or neurons, each characterized
by its kernel weights. An activation map is generated by convolving the input
image in a sliding-window fashion with the learned kernel weights. When
correctly trained, a kernel encodes a particular feature and produces a high
response, or activation, if the feature is present. The output of a convolutional
layer consists on one activation map per kernel. In CNNs, convolutional layers
are stacked in deep configurations along with other types of layers to extract and
process increasingly complex features. The first convolutional layer of a CNN
receives as input the image intensity values and detects low-level simple features
from them, i.e. edges, dots, stripes, corners... The subsequent convolutional
layers will receive these activation maps as inputs, and will extract higher-
level features based on combinations of them, i.e. texture, lines, squares...
For example, a kernel could detect a vertical line as several adjacent vertical
edge activations. Then, a square could be detected as the combination of two
horizontal lines on top of each other and two vertical lines side by side. This
effectively builds a hierarchy of features where many different complex structures
can be detected as combinations of a small number of simpler components, as
illustrated in Fig. 2.7. Consequently, CNNs typically have a small number of
kernels in the first layers and grow progressively with the aim of capturing the
increasing number of feature combinations. CNNs were first introduced in 1989
[13] and only received mainstream attention after the excellent results on the
ImageNet competition in 2012 [14]. The ImageNet dataset featured millions of
images depicting objects from a thousand different classes, where CNNs nearly
halved error rates of the previous best methods.
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FIGURE 2.8: The 2D U-Net architecture proposed by Ronneberger et al. [16]. Each

blue box corresponds to a multi-channel feature map. The number of channels is

specified on top of the box. The original maps size is provided at the lower left edge
of the box. White boxes represent the feature maps added via skip connections.

As 3D and 4D imaging are becoming routine in the clinical practice, and
with physiological and functional imaging increasing, medical imaging data
is increasing in size and complexity. Deep learning techniques are gaining
popularity in many areas of medical image analysis [15]. CNN segmentation
approaches for brain MRI are gaining interest due to their self-learning of features
and generalization ability over large amounts of data. The neuroimaging field
has greatly benefited from the advent of CNNs as the tasks of tissue and
lesion segmentation involve non-linear complex relations. More recently, the
U-Net architecture was first applied to medical imaging by Ronneberger et
al. and achieved first place at the ISBI 2012 cell tracking challenge [16]. It
has since then set the foundation for many subsequent approaches performing
dense segmentation. The U-Net architecture, depicted in Fig. 2.8, consists of a
contracting path (left side) and an expansive path (right side). The contracting
path, also called encoder, follows the typical architecture of a CNN, which consists
on a repeating sequence of convolutional layers and downsampling steps. At each
downsampling level, the spatial size is halved and the number of feature channels
is doubled. At the end of this path, a set of low-dimensional feature maps is
obtained, also called the latent space, which is effectively a low-dimensional
representation of the input which encodes meaningful global features. The
expansive path, also called decoder, is a mirrored version of the encoder which
essentially performs the inverse operation. Starting from the latent space, each
level will upsample the feature maps to double its spatial dimensions and halve
the number of features. Upsampling is usually performed through transpose
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convolutions which use trained interpolation kernels. In each level of the decoder,
the native high-resolution feature maps from the corresponding encoder level
are merged by concatenation to the upsampled low-resolution features. These
are known as skip connections, and is what enables the decoder to incrementally
recover the spatial information lost in the encoder. Two consecutive convolutions
combine the features from the previous and current step, localizing spatially the
encoded features. The resulting architecture has good convergence properties,
allows dense segmentation of the input and provides good localization due to its
use of multi resolution features.

The challenges for deep learning in medical imaging revolve around the
low availability of data combined with the demand for high precision models
within the clinical setting. One of the main challenges is the lack of ground
truth segmentations, which are time consuming to perform and have to be done
by expert physicians. Another issue which contributes to the lack of data is
that of patient privacy and data protection, which increases the complexity
and obstacles for data sharing between clinicians and researchers. Thus, when
training a deep learning model with millions of parameters on not enough
data, there is a risk of performing overfitting. In this scenario, the model can
essentially memorize the little amount of training data within its parameters
without distilling generalizable features and, hence, its performance will be poor
on images outside of the training set.

Deep learning segmentation methods involving brain CT or MRI have more
specific issues and challenges related to image acquisition and the nature of
each segmentation task. One big issue is that of domain generalization, by
which a model suffers from degraded performance on images having different
characteristics than those of the training set, such as changes in image appearance
or population characteristics. Differences in intensity or contrast can be caused
by variations in the acquisition parameters or by the use of different scanner
models or brands with diverse hardware configurations and image processing
pipelines. Another important factor that can influence the domain generalization
of a deep learning model is when the pathological characteristics or distribution
of the training dataset are different than those of the evaluation dataset. For
example, a model trained on stroke patients having mostly large lesions will
not be likely to perform as well on cases with small ones. The ideal scenario
for a deep learning method to obtain an unbiased and precise model is to
have a training dataset with an equal and varied representation of pathological
subtype, longitudinal evolution, lesion location, age, sex, race... In this sense,
any representation imbalance of the training set will be captured as a bias in
the deep learning model towards a better performance on the most represented
cases.

In the field of brain lesion segmentation specifically, one of the largest issues is
that of class imbalance due to brain lesions being typically much smaller than the
rest of healthy brain. A disproportionally imbalanced class representation would
cause the network weights to be trained much more from the misclassification of
healthy tissue than from lesions. In this way, the model is mostly specialized to
correctly segment the healthy tissue and not enough on segmenting the specific
particularities of brain lesions.
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2.3 Ischemic stroke lesion segmentation

When a patient with suspected stroke is admitted in a hospital, the protocol
for diagnosis and treatment decision will typically include a non-contrast CT
(NCCT), CT perfusion (CTP) and CT angiography (CTA). NCCT is fast,
inexpensive and readily available, however, it has limited sensitivity in the acute
setting for direct response, and is mainly used to exclude other pathologies
as well as to inform further course of action. Complementarily, CTP is used
to provide more accurate diagnostic as well as helping in selecting patients
for re-perfusion therapy. CTP allows to identify the combined extent of the
penumbra, the region which is affected by the stroke but can be potentially
salvaged, and the lesion core, composed of irreversibly damaged tissue. Finally,
CTA is an imaging technique by which the exact location of the thrombus within
an intracranial vessel can be obtained, and may guide intra-arterial thrombolysis
or clot retrieval. In ischemic stroke, MRI is more time consuming and less
available than CT but has significantly higher sensitivity and specificity in the
diagnosis of acute ischemic infarction in the first few hours after onset. More
specifically, DWI demonstrates increased signal of the infarct core within minutes
of arterial occlusion. Generally, after 6 hours, high T2 signal will be detected,
which continues to increase over the next day or two. Thus, MRI is usually
reserved for the most challenging and complex cases where CT imaging is not
enough to arrive at a diagnostic or treatment decision.

Segmentation tasks of clinical interest for ischemic stroke are similar in
both CT and MRI based assessments. In CT imaging, the main tasks of
interest revolve around accurately segmenting the stroke lesion core from NCCT
images. In CTP derived maps, an abnormally appearing region which shows
the combined extent of core and penumbra can be quantified or simply visually
assessed. However, differentiating between core and penumbra is of critical
importance to assess the precise extent of the tissue that can still be salvaged
with treatment or surgery. For this, the core must be independently segmented
from the NCCT image also acquired within the initial assessment and which
shows only the lesion core. This is challenging due to the low sensitivity of the
lesion core in NCCT images, where it is typically seen as a subtly hypodense
region, and which is not easily assessed visually even by experienced radiologists.

Within MRI for ischemic stroke, the segmentation tasks of interest also
revolve around core and penumbra differentiation. For this, a concept typically
called PWI/DWI mismatch might hold the key for effective ischemic stroke
assessment in MRI. The assumption is that DWI shows the irreversibly damaged
tissue of the lesion core, the swelling dead cells, while PWI shows all tissue with
abnormal vascularity, which includes both core and penumbra. The mismatch
of abnormalities between PWI and DWI opened the door to the differentiation
between salvageable and non-salvageable tissue (see Fig. 2.9). Several studies [17,
18, 19, 20] explored the prognostic potential of the DWI-PWI mismatch, although
questions surrounding its validation remain. The lack of standard acquisition
parameters, different post-processing algorithms and the broad definition of
the regions to segment make difficult to draw conclusions on its potential for
widespread adoption.
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(A) PWI (B) DWI (c) PWI/DWI mismatch

FIGURE 2.9: Example of the PWI/DWI mismatch. The penumbra (outlined in

purple), tissue with abnormal vascularity that can still be salvaged, can be clearly

seen in PWI images. The lesion core (outlined in red), irreversibly damaged tissue,
appears clearly in DWI images due to its with restricted diffusivity.

Imaging tasks involving stroke lesions are complex due to its relation with
the vascular system. First, the appearance of stroke lesions varies significantly
over time, not only between, but even within the clinical phases of stroke
development. Second, stroke lesions can appear at any location in the brain and
take on any shape. They may or may not be aligned with the vascular supply
territories and multiple lesions can appear at the same time, e.g. caused by an
embolic shower. Some lesions may have a radius of few millimeters while others
encompass almost a complete hemisphere. Third, lesion structures may not
appear as homogeneous regions; instead, their intensity can vary significantly
within the lesion territory. In addition, automatic stroke lesion segmentation in
the acute setting is complicated by the possible presence of other stroke-similar
pathologies, such as chronic lesions or white matter hyperintensities (WMHs).
Because of the many nuances and issues with stroke imaging, less quality
public datasets exist for stroke than for other neuroimaging tasks. However,
the situation has evolved favorably for stroke imaging in the last few years
with the introduction of the Ischemic Stroke Lesion Segmentation (ISLES)
challenge, which constituted one of the first sources of high quality labelled
public stroke datasets. The ISLES 2015 challenge [21] was introduced as part of
the Medical Image Computing & Computer Assisted Intervention (MICCAI)
international conference to demonstrate the potential for automatic segmentation
and prediction methods in stroke research. The ISLES 2015 challenge focused on
MRI and included the sub-acute ischemic stroke lesion segmentation (SISS) and
the acute stroke outcome/penumbra estimation (SPES) subtasks. The following
two editions of the ISLES challenge in 2016 and 2017 focused on prediction of
chronic lesion outcome and prediction of the degree of disability 90 days after a
stroke incidence (clinical outcome) from sub-acute MRI. The ISLES challenge in
2018 changed course and instead focused on stroke core lesion segmentation from
acute NCCT and CT Perfusion scans with manually outlined core lesions on MRI
DWTI scans acquired soon thereafter. By combining CT and MRI imaging, the
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region of DWI abnormality can act as a gold standard for an irreversible brain
infarction segmentation task using only CT imaging as input. More recently, the
ISLES 2022 challenge proposed the task of multimodal MRI stroke core lesion
segmentation from DWI images. In this edition, there was a wider ischemic
stroke disease spectra, involving variable lesion size and burden, more complex
infarct patterns and variable anatomically located lesions in data from multiple
centers.

Before the popularization of deep learning approaches, most of the state-of-
the-art methods were based upon more classical machine learning classifiers such
as fuzzy C-means (FCM) clustering [22] or Random Decision Forests (RDF)
[23, 24, 25]. RDF classifiers have excellent generalization properties, which has
made them popular for difficult tasks with few training samples such as stroke
lesion segmentation. However, they are essentially a cascade of simple classifiers
acting on hand crafted features, and see their potential severely limited by the
quality of the given features, which may vary for different tasks. Moreover,
RDFs are not capable of explicitly using or combining the given features to
find better or composite correlations between them. Deep learning does not
have these limits by design but is still restricted by the architectural design,
the amount of data and the training procedure. Deep learning techniques
took hold of state-of-the-art methods for stroke lesion segmentation quickly
after their mainstream application to medical imaging sparked by the U-Net
architecture of Ronneberger, Fischer, and Brox [16] proposed in 2015. Among
the ISLES 2015 challenge participants, only a single deep learning approach [26]
was among the top three submissions, while in the ISLES 2016 and 2017, all
top three submissions were based on deep learning approaches using the U-Net
architecture.

2.4 Brain atrophy quantification

Brain atrophy assessed on structural MRI has been demonstrated as a valid
marker on post-mortem histology for the neurodegeneration seen in AD patients
[27, 28]. Other studies dealing with MS patients have provided evidence of brain
atrophy as a marker for clinical outcomes and treatment response [29, 30, 31,
32]. Currently, MRI derived measures of atrophy provide a non-invasive way
to quantify the longitudinal evolution of patients. Atrophy measures rely on
the precise quantification of the volume of relevant structures or tissue that
can be seen with good contrast across several images taken years apart. In
general, the tissue of the brain parenchyma is composed of two major tissue types:
gray matter (GM) and white matter (WM). Gray matter is made of mostly
unmyelinated neurons in charge of nerve connections and general processing. In
contrast, white matter is made of mostly myelinated neurons which transmit
nerve signals much faster and act as an information highway between distant
parts of the brain and body. The remaining space in the intracranial cavity is
filled with cerebrospinal fluid (CSF), a clear fluid in which the brain parenchyma
and spinal cord are suspended. CSF exerts pressure on the outside of the brain
and spinal cord and acts as a stabilizer and shock absorber. In addition, small
CSF-filled cavities inside of the brain called ventricles are used to compensate
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FIGURE 2.10: Example of a brain tissue segmentation.

the outer CSF pressure and maintain the shape of the soft brain tissue. Within
the brain parenchyma, the tissue can be further differentiated into specialized
distinct structures, such as the sub-cortical deep gray matter structures. These
are located beneath the cerebral cortex and involved in complex activities such
as memory, emotion, pleasure and hormone production. It has been shown
that different brain pathologies are associated with characteristic longitudinal
changes on the morphology and volume of specific brain tissues or individual
structures. To obtain precise measurements, a larger difference in brightness
between the considered tissues or structures and a high signal to noise ratio is
desired. In general, T1-weighted MRI is typically used for structural analysis
since it offers a good contrast between the WM, GM and CSF components, as
seen in Figure 2.10.

Although many technological improvements on MRI scanners and processing
software have been made in recent years, atrophy quantification methods are
still affected by different confounding factors related to image acquisition and
processing as well as to different physiological and pathological phenomenons
[33]. These issues include, but are not limited to:

Partial volume effect (PVE). In brain atrophy quantification from MRI,
an assumption is made that each tissue within the parenchyma has a particular
intensity distribution that can be characterized for segmentation. However,
due to the insufficient resolution of the images, several types of tissue can be
captured in the intensity value of a single voxel, as shown in Figure 2.11. In
such cases, the voxel intensity depends not only on the imaging sequence and
tissue properties, but also on the proportions of each tissue type present in the
voxel, which especially affects the segmentation of interfaces between tissues or
structure boundaries. Thus, very precise and robust estimation of the intensity
distribution of each tissue is needed for correctly estimating the tissue mixture
in each voxel. In this sense, measures of volume from MRI should be done
from the estimated partial volume probabilities and never from categorical
segmentations that assign a single class to each voxel. The main challenge
for atrophy quantification methods is to correctly estimate the partial volume
mixture in the presence of noise or other image artifacts that distort the voxel
intensities.
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FIGURE 2.11: The partial volume effect.

Noise. MRI noise follows a Rician distribution [34] which, unlike additive
Gaussian noise, is signal dependent and makes its removal a difficult task.
MRI noise directly affects the measurement of volumes since it complicates the
estimation of partial volumes, which heavily rely on the intensity of each voxel
to estimate its tissue mixture. Although an extensive amount of methods and
approaches have been proposed for MRI denoising, they are not used in any of
the state-of-the-art brain atrophy quantification techniques.

Bias field. Because of inhomogeneities in the scanner magnetic field, a low
frequency smooth multiplicative signal is observed that makes the same tissue
have varied intensity distributions across different regions of the image. Although
this effect has been reduced in modern scanners, it is still a source of error and
specific preprocessing steps are taken in state-of-the-art tissue segmentation
methods to remove it.

Movement artifacts. Due to the way MRI is acquired in the frequency
domain, a small movement of the subject during acquisition can introduce
intensity artifacts across the entire image in the spatial domain. Similarly to
noise, these artifacts shift the intensity of voxels and interfere with the precise
estimation of partial volume mixtures. Although modern scanners are equipped
with movement correction strategies, these only work for small displacements
and some image artifacts can still be introduced in the acquired images.

Gradient distortion. Changes in position of the head relative to the magnet
isocenter of the scanner can introduce spatial distortions in the image of up to
Smm [35] (see Figure 2.12). The morphological distortions can persist even after
gradient correction depending on the calibration accuracy of the scanner. Thus,
in longitudinal studies, special care should be taken in repositioning the patient
relative to the magnet of the scanner.
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FIGURE 2.12: Example of an MRI gradient distortion field from the work of Caramanos

et al. [35]. The color scale represents the distance (in millimeters) that a voxel moves

because of gradient distortion between its "real" and its "apparent" location on such
an MRI scan that has not been corrected for the gradient distortion.

Changes in scanner equipment. In clinical practice, several scanner models
of different vendors might coexist within a single site. In chronic neurodegener-
ative pathologies, it is challenging to ensure the same patient is scanned with
the same equipment and acquisition parameters across long time scales. Even
when utilizing the same equipment and acquisition protocols, system upgrades,
such as sequence innovations or hardware improvements, are inevitable and will
have an effect on the image contrast. This change directly affects the intensities
of tissues and interferes with the consistency of partial volume estimation in
longitudinal image processing.

Pathological effects. The appearance of brain lesions within the brain
parenchyma is a common co-occurrence in pathologies where brain atrophy
is also an interesting image marker. For instance, the WM lesions typically
observed in MS patients appear in MRI as abnormally appearing hyperintense
or hypointense regions. The presence of these lesions can interfere with the
characterization of the intensity distribution of normally appearing tissue and
shift the partial volume mixture estimation towards over or underestimating
a certain tissue type. Another pathology induced effect is that of pseudoat-
rophy, in which treatments using disease-modifying drugs and steroids have
been associated with a counterintuitive acceleration of brain volume loss caused
by their anti-inflammatory effect, that reduces apparent tissue volume. This
phenomenon complicates the interpretation of observed changes in brain volume
and atrophy rates when evaluating the effect of a given treatment.
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FIGURE 2.13: Main types of brain atrophy quantification methods.

Physiological effects. A series of confounding factors might be introduced
simply by normal physiological changes between acquisitions. For instance, a
shift in measured brain volume has been observed depending on the time of
day at which a patient was scanned [36]. Other studies have found that the
hydration status induces significant ventricular volume changes [37].

Evaluation of brain atrophy quantification methods is not an easy task, mainly
due to the nonexistence of sufficiently accurate manual ground truths for direct
evaluation of their performance [38]. Typically, manual methods of volumetry
made by physicians are confined to line measurements such as bicaudate ratio,
brain width, the midbrain to pons ratio, the lateral width, and the third ventricle
width. These simple measurements are already a time-consuming task for highly
experienced physicians and provide limited information. Thus, automated
computational methods for brain atrophy quantification are limited to indirect
evaluation metrics, such as short interval imaging error or correlation to known
clinical differences between populations. A measure of quantification error can be
obtained by evaluating the atrophy measured between scan-rescan images, two
consecutive MRI acquisitions using the same protocol and without repositioning
of the patient, under the assumption that an ideal atrophy quantification method
should measure zero change between them. However, this metric does not really
consider the changes due to actual atrophy or introduced by repositioning of
the patient between longitudinal scans. For this, the sensitivity of an atrophy
quantification method to longitudinal changes can be assessed by quantifying
the differences between two subject populations known to have different rates of
brain atrophy. The assumption being that better quantification methods would
see larger and more pronounced differences between the longitudinal change
measures of these two populations.

In general, longitudinal brain atrophy quantification methods can be classified
into either segmentation-based or registration-based techniques, as exemplified
in Figure 2.13. In segmentation-based methods, a target structure or tissue is
cross-sectionally segmented in each of the longitudinal scans and atrophy is quan-
tified from differences in the measured volumes. In contrast, registration-based
techniques derive measures of atrophy from the observed spatial deformation
of structures or tissue between two longitudinal scans. Segmentation-based
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methods are typically regarded as less accurate and more variable than its
registration-based counterparts [33] and their use is discouraged for longitudinal
studies. Although several segmentation-based methods for cross-sectional brain
volumetry from T1-w MRI have been proposed in recent literature, only SIENA-
XL [39] has been purposefully built for longitudinal imaging. Registration-based
methods are usually preferred for longitudinal change analysis since they typi-
cally have lower quantification error and better sensitivity to atrophy changes
[33]. SIENA [40] is a well-known and widely used registration-based atrophy
quantification method based on the boundary shift integral (BSI) [41]. Within
SIENA, atrophy is measured between two linearly registered scans from the
surface displacement of the interface between GM and WM, which is obtained
from tissue segmentations of each scan made with FAST [42] . More recently,
measures of atrophy based on Jacobian integration have shown further improve-
ments, such as larger effect sizes and lower quantification error [43]. These
methods measure volume changes through integrating the determinant of the
Jacobian of a non-linear transformation between two longitudinal scans. The
region for integration is typically obtained from a cross-sectional segmentation
of a structure or tissue in one of the scans. It is worth noting that, even within
registration-based methods, some form of cross-sectional segmentation of tissue
or structures is still required.

2.4.1 Effect of WM lesions

As previously discussed, the WM lesions typically seen in MS patients interfere
with brain tissue segmentation methods and bias the measured volumes. WM
lesions appear as an additional intensity distribution that intersects with those of
normally appearing tissue and shift their estimated intensity profile. The presence
of these abnormal intensities alters the classification not only of neighboring
but also of distant brain tissue. The error introduced by WM lesions can vary
depending on its volume and intensity profile [44]. In MS, new lesions can appear
as a result of disease activity and existing ones may grow or change over time,
which means that different levels of error can be obtained for images taken at
different timepoints.

Typically, the effect of WM lesions in brain tissue segmentation is reduced by
performing lesion inpainting as a preliminary step before segmentation. These
techniques fill the voxels within a WM lesion mask, made either manually or
automatically, with intensities resembling the normally appearing WM (NAWM)
of that image, which is characterized in a tissue segmentation made prior to
the inpainting. More recently, methods using deep learning have been proposed
based on the use of Convolutional Neural Networks (CNNs) of Generative
Adversarial Networks (GANSs) for lesion inpainting. These data-driven methods
achieve a significantly more realistic and accurate inpainting of the abnormal
intensities than previous state-of-the-art techniques.
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2.5 Datasets

In this section, we introduce the datasets used in this PhD thesis and provide a
brief overview of their aims and image characteristics. Since we have dealt with
several imaging markers and pathologies, the datasets are divided into sections
according to their intended aim or task.

2.5.1 Stroke lesion segmentation datasets

The Ischemic Stroke Lesion Segmentation (ISLES) challenge was started in 2015
with the aim of providing a platform for fair and direct comparison of automated
segmentation methods as well as to increase the number of publicly accessible
datasets to promote and facilitate scientific progress in this area. Automated
methods for ischemic stroke lesion segmentation are of great clinical interest since
they can be used to more objectively inform the diagnosis and treatment decision
workflows as well as to help in the improvement or validation of predictive and
prognostic markers.

ISLES 2015 challenge

The 2015 edition of the ISLES challenge [21] focused on acute and sub-acute
ischemic stroke lesion segmentation tasks using multi-spectral MRI data. The
challenge proposed two sub-tasks dealing with different lesion parts, develop-
mental stages and MRI modalities.

SISS sub-task. The sub-acute ischemic stroke segmentation (SISS) sub-task
covered the segmentation of ischemic stroke lesions from multi-spectral MRI
sequences acquired in the sub-acute stroke development stage. The provided
dataset included 28 training and 36 testing cases acquired in the first week after
onset. For the training images, the provided gold standard, the whole lesion
extent, was manually segmented by an experienced medical doctor. Images were
acquired with either a 1.5T (Siemens Magnetom Avanto) or 3T MRI system
(Siemens Magnetom Trio). For each case, 4 co-registered multimodal images
were provided including anatomical (T1, T2, FLAIR) and diffusion (DWI) MRI.
The images were acquired as 3D volumes of 230 x 230 x 153 dimensions at
1 x 1 x 1 mm voxel spacing.

SPES sub-task. The acute stroke penumbra estimation sub-task (SPES) fo-
cused on the segmentation of acute ischemic stroke lesions for outcome prediction.
The provided dataset included 30 training and 20 testing cases acquired within
the first day after onset of symptoms. For the training images, the gold stan-
dard segmentation, the penumbra label, was obtained as the mismatch between
whole lesion extent and the core delineated in perfusion and diffusion images
respectively. Images were acquired with a 3T Phillips systems on two centers.
For each case, 7 co-registered modalities were provided including anatomical
(T1 contrast, T2), diffusion (DWI) and perfusion (CBF, CBV, TTP, Tmax)
MRI. The images were acquired as 3D volumes of 96 x 110 x 71 dimensions at
2 X 2 X 2 mm spacing.
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ISLES 2018 Challenge

The ISLES 2018 challenge [45, 21] focused on the task of acute stroke lesion
core segmentation solely from CT and CT perfusion images, taken within 8 h
of symptom onset. CT derived imaging is actively used in routine clinical
practice to triage stroke patients, because of its speed, availability, and lack of
contraindications. However, additional MRI is typically needed to inform the
treatment decision process since CT imaging does not provide enough sensitivity
to distinguish between the lesion parts. MRI using diffusion and perfusion
imaging is used to clearly distinguish between the irreversibly damaged tissue
("core") and hypoperfused lesion tissue ("penumbra') that could be salvaged by
the treatment. Although the combined extent of core and penumbra can be
clearly observed on CT imaging, it is very challenging to differentiate between
them without an additional MRI. Thus, for the ISLES 2018 challenge, the
provided gold standard segmentation of the lesion core was manually drawn on
additional magnetic resonance DWI trace images taken within 3 h of the initial
CT scan. Since the goal of the challenge is to segment the lesion core from CT
imaging alone, the DWI scans used for generating the ground truth were not
distributed as part of the dataset. The provided dataset included 94 labeled
training images and 62 unlabeled testing images. For each case, a CT scan, a
raw CT perfusion time series (CT-PWI) and four derived perfusion maps (CBF,
CBV, MTT and Tmax) were provided. The images were acquired as slabs with
a variable number of axial slices, ranging from 2 to 22 depending on the patient,
with 5 mm spacing and a resolution of 256 x 256. The raw perfusion time series
include between 40 and 63 volumes, acquired 1-2 s apart, of the same dimensions
as the CT for each patient.

2.5.2 Effect of WM lesions on brain tissue segmentation
Calgary-Campinas Public Brain MR Dataset

The Calgary-Campinas dataset [46] is an open, multi-vendor, multi-field strength
brain 3D MR dataset resulting from a collaborative effort between researchers at
the Vascular Imaging Lab located at the University of Calgary and the Medical
Image Computing Lab located at the University of Campinas (UNICAMP). The
dataset is composed of 359 T1-weighted brain scans from 359 healthy adults
with an average age of 53.5 £ 7.8 years, ranging between 29 to 80 years. Images
were acquired on scanners from three vendors (GE, Philips, and Siemens) at
two different magnetic field strengths of 1.5 T and 3 T, approximately 60 scans
were obtained per vendor. Most scans in this dataset have a voxel size of
1.0 x 1.0 x 1.0 mm except for sixty scans acquired at 0.89 x 0.89 x 0.89 mm and
another sixty acquired at 1.33 x 1.0 x 1.0 mm. The dataset also includes silver
standard brain masks generated through a consensus of several state-of-the-art
automatic skull stripping methods. Manual brain mask segmentations for twelve
randomly selected subjects performed by an expert are also provided.
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MSSEG Challenge

The multiple sclerosis lesions segmentation (MSSEG) challenge [47] was hosted at
the MICCALI 2016 international conference. It provided a multicentric database
for training consisting of 15 multimodal (T1-w, T1-w gadolinium, T2-w, FLAIR
and PD) MR images obtained from MS patients with an average lesion load of
20.8£19.9 ml. Images were acquired on three different scanners at different voxel
sizes: five images from a Philips Ingenia 3T scanner at 0.7 x 0.74 x 0.74 mm, five
images from a Siemens Verio 3T scanner at 1.1 x 0.5 x 0.5 mm and the remaining
five images from a Siemens Aera 1.5T scanner at 1.25 x 1.03 x 1.03 mm. The
MR images were rigidly coregistered to the FLAIR scan, which was manually
annotated by 7 independent experts, and a consensus gold standard WM lesion
segmentation approach was built.

ISBI 2015 Longitudinal MS Lesion Segmentation Challenge

The longitudinal MS lesion segmentation challenge [48] was conducted at the
2015 International Symposium on Biomedical Imaging (ISBI) and focused on
evaluation of automatic segmentation methods on data acquired at multiple time
points from MS patients. The training data was composed of 21 multimodal
scans (T1-w, T2-w, FLAIR and PD) from five MS patients, approximately
four timepoints per subject, having an average lesion load of 11.6 + 10.5 ml.
Images were acquired on a 3T MRI Philips scanner with a voxel size of 0.82 x
0.82 x 1.17 mm. Manual delineations were made by two experts identifying and
segmenting white matter lesions on the MR images. The MR images from each
subject as well as the expert WM lesion delineations were rigidly coregistered to
the T1-w scan.

WMH Challenge 2017

The white matter hyperintensity (WMH) segmentation challenge [49] aimed
at providing a platform for direct comparison of methods for automatic seg-
mentation of WMH of presumed vascular origin. The provided training set
included 60 sets of brain 3D MR images (3D T1 and 2D multislice FLAIR) from
60 subjects of memory clinics showing cognitive impairment with an average
lesion load of 17.5 & 17.1 ml. Images were taken with five different 3T MR
scanners from three different vendors (Siemens, Philips and GE) with voxel
sizes of 1.0 x 1.0 x 1.0 mm and 0.94 x 0.94 x 1.0 mm. The FLAIR scans from
each subject were resampled and coregistered to the 3D T1 scan via an affine
transform. The provided gold standard was made with manual annotations of
WDMHs made by experts.

2.5.3 Brain atrophy quantification datasets

MIRIAD challenge

The Minimal Interval Resonance Imaging in Alzheimer’s Disease (MIRIAD)
challenge [50] was created to test and compare atrophy measurement techniques
in dementia. The provided dataset consists of a publicly accessible series of
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longitudinal T1 MRI scans of 46 mild-moderate Alzheimer’s subjects and 23
healthy controls with an average age of 69.5 & 7.1 years old. The longitudinal
scans were taken at intervals of 2, 6, 14, 26, 38 and 52 weeks and 18 and 24 months
from baseline, as well as rescan images at three of the timepoints, for both AD
and controls. The rescan images were taken during three of the scanning sessions
(0, 6 and 38 weeks) without repositioning of the subject. All scans were taken
by the same radiographer on the same 1.5 T Signa MRI scanner (GE Medical
systems, Milwaukee, WI, USA) with a voxel size of 0.9375 x 1.5 x 0.9375 mm
and total image dimensions of 256 x 124 x 256. In our study, we consider both
the rescan image pairs and the baseline to 2-weeks image pairs to have a tissue
similarity prior that can be used for regularization. From the original dataset,
some images were discarded due to poor scan quality or movement artifacts.

ADNI data

The Alzheimer’s Disease Neuroimaging Initiative (ADNI) aims at providing
multisite consistent longitudinal three-dimensional T1-weighted MRI data to
validate biomarkers for use in Alzheimer’s disease clinical treatment trials. The
ADNI was launched in 2003 as a public-private partnership, led by Principal
Investigator Michael W. Weiner, MD. The primary goal of ADNI has been to test
whether serial MRI, positron emission tomography (PET), other biological mark-
ers, and clinical and neuropsychological assessment can be combined to measure
the progression of mild cognitive impairment (MCI) and early AD. In this thesis,
we consider a subset of subjects originally included in the “ADNI1: Complete
1Yr 1.5T” standardized data collection and use similarly preprocessed scans with
corrected gradient nonlinearity and B1 and N3 nonuniformity correction. In
total, we use 1063 scans from 105 AD patients and 145 healthy control subjects,
having 250 pairs of baseline and 1 year of follow-up with 541 scan-rescan images
taken at both timepoints. Within this cohort, scans were taken with varied
voxel sizes ranging from 0.94 x 0.94 x 1.2 mm to 1.3 x 1.3 x 1.2 mm. In total, 8
different scanners from 2 manufacturers (GE and Siemens) were used for image
acquisition. In 45 of the 250 subjects, a different scanner model from the same
manufacturer was reported for the 1-year follow-up scan.
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Chapter 3

Acute ischemic stroke lesion core
segmentation in CT perfusion
images using fully convolutional
neural networks

In this chapter, we propose a deep learning method for the Ischemic Stroke
Lesion Segmentation (ISLES) 2018 challenge, which focused on ischemic stroke
lesion core segmentation solely from NCCT and CT perfusion images. Our
2D patch-based deep learning approach incorporates techniques to minimize
the effect of class imbalance, exploit the use of bilateral symmetry features
and post-processing based on uncertainty estimation and lesion morphology.
Better segmentation overlap is obtained by alleviating the class imbalance
with a balanced training patch sampling along with a class balancing loss
function. False positive rate reduction and better borders are obtained by
using bilateral symmetry features between the brain hemispheres which are
incorporated through the use of symmetric modality augmentation. Lesion border
segmentation and volume estimation is improved by performing uncertainty
filtering based on test-time dropout averaging. The method has shown state-
of-the-art performance in a blind testing set evaluation performed through the
official online platform of the ISLES 2018 challenge. The presented approach
has been published in the following paper:

Paper published in Computers in Biology and Medicine (CBM) OPEN
ACCESS
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ABSTRACT

The use of Computed Tomography (CT) imaging for patients with stroke symptoms is an essential step for
triaging and diagnosis in many hospitals. However, the subtle expression of ischemia in acute CT images has
made it hard for automated methods to extract potentially quantifiable information. In this work, we present
and evaluate an automated deep learning tool for acute stroke lesion core segmentation from CT and CT
perfusion images. For evaluation, the Ischemic Stroke Lesion Segmentation (ISLES) 2018 challenge dataset is
used that includes 94 cases for training and 62 for testing. The presented method is an improved version of
our workshop challenge approach that was ranked among the workshop challenge finalists. The introduced
contributions include a more regularized network training procedure, symmetric modality augmentation and
uncertainty filtering. Each of these steps is quantitatively evaluated by cross-validation on the training set.
Moreover, our proposal is evaluated against other state-of-the-art methods with a blind testing set evaluation
using the challenge website, which maintains an ongoing leaderboard for fair and direct method comparison.
The tool reaches competitive performance ranking among the top performing methods of the ISLES 2018
testing leaderboard with an average Dice similarity coefficient of 49%. In the clinical setting, this method
can provide an estimate of lesion core size and location without performing time costly magnetic resonance

imaging. The presented tool is made publicly available for the research community.

1. Introduction

Stroke is the third largest cause of death and the biggest source
of acquired disability worldwide [1]. This condition is caused by a
fatally low blood supply in a region of the brain. A shorter time
to treatment since onset is strongly linked to a better outcome [2].
The stroke lesion is initially divided in two areas: the infarct core,
composed of irreversibly damaged tissue, and the penumbra, tissue at
risk that can still be recovered if blood flow is restored. Localization
and quantification of the acute core or penumbra is of great clinical
interest since it can help evaluate the amount of tissue that could be
recovered with different treatments and take better informed decisions.

Non-contrast computed tomography (CT) imaging is fast, inexpen-
sive, ubiquitous and is already used by clinicians as an essential first
step for triage, diagnosis and treatment assessment of acute ischemic
stroke [3]. Additionally, the information in these images has good
prognostic potential, but are difficult to interpret. The infarct core is
seen through subtle texture and intensity changes, also called parenchy-
mal hypoattenuation, often masked by artifacts, noise or other tissue
abnormalities [4]. Additionally, CT perfusion (CTP) can be used to

assess the blood perfusion in the brain. To acquire CTP images, first
an intra-venous contrast agent is injected and then repeated scans are
made as it spreads through the brain. While CT shows the lesion core,
CTP more clearly shows all areas with abnormal perfusion including
both core and penumbra. The combination of both is also fast to acquire
and might provide enough reliable information for automatic analysis.

Early work on supervised methods for acute stroke detection and
segmentation using exclusively CT images relied on hand-crafted fea-
tures exploiting texture and intensity [5-8].

Recent developments on Convolutional Neural Networks (CNN) [9]
have given rise to methods with superior results that are present in the
majority of state-of-the-art biomedical segmentation frameworks [10-
13]. This trend can also be seen in the most recent methods for stroke
lesion segmentation from MR images [14-16]. More specifically, U-
shaped architectures based on the U-Net [10] are well suited for dense
semantic segmentation. These kind of architectures have seen a number
of recent improvements such as their extension for 3D volumetric
segmentation [11,17] or the introduction of long and short residual
skip connections [15,18]. Stroke lesion segmentation on CT images
shares many of the same challenges as MR imaging, but still poses an
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inherently different learning problem. Despite the promising results of
deep learning applied to brain lesion segmentation, it still presents limi-
tations for real world scenarios that severely limit its applicability. The
most critical issues include typically small size of annotated datasets
to train, domain and task dependent training procedures, highly un-
balanced class extent (i.e. much less lesion tissue than healthy) and
overfitting to the training images.

Deep learning has only been recently applied to CT imaging for
acute stroke with the 2018 edition of the Ischemic Stroke Lesion Seg-
mentation (ISLES) challenge. This challenge started in 2015 to provide
a platform for a fair and direct comparison of automated methods for
stroke imaging. The fourth edition in 2018 provides the first public
acute stroke dataset using CT and CTP images. From the five challenge
finalists, all deep learning based methods, four report the use of CNNs
based on the U-Net architecture [10], one of which corresponds to our
workshop challenge approach [19]. In these works, the issue of class
imbalance was alleviated mainly with the use of cost sensitive loss
functions, either class weighting [20,21] or difficulty weighting [22],
or using patches with balanced sampling strategies [19].

In this work, we present and evaluate an automated deep learning
tool for acute stroke lesion core segmentation from CT and CTP images.
The presented tool is a simpler and improved version of the method
initially submitted to the ISLES 2018 challenge, which already ranked
among the challenge finalists, referred to as the workshop challenge
approach. It achieves state-of-the-art performance while offering an
easy training procedure and fast inference times. For alleviating class
imbalance, both a patch based method with a balanced sampling
strategy and a hybrid class weighted loss function are used. The deep
learning architecture is an asymmetric encoder—decoder using long and
short residual connections as done in recent state-of-the-art networks
for dense segmentation [15,23]. Additionally, symmetric modality aug-
mentation is performed that allows to exploit the brain symmetry
property between hemispheres to find more robust image features.
The introduced improvements with respect to our workshop challenge
submission are quantified by crossvalidation on the ISLES 2018 training
set. The proposed methodology is evaluated against other state-of-the-
art methods with the blind challenge testing set submission, ranking
among the top out of 41 entries. In the treatment decision workflow,
this tool could provide a fast estimate of the lesion core location and
volume without having to perform costly MR imaging. We release this
tool to the community, available at https://github.com/NIC-VICOROB/
stroke-core-ct-segmentation.

2. Materials
2.1. Data

The ISLES 2018 challenge tackled the segmentation of stroke lesion
core from acute CT scans, taken within 8 h of stroke onset. The provided
dataset (Kistler, 2013; Maier, 2017) includes 94 labeled training images
and 62 unlabeled testing images. For each case, a CT scan, a raw CT
perfusion time series (CT-PWI) and four derived perfusion maps (CBF,
CBV, MTT and Tmax) are provided. The images were acquired as slabs
with a variable number of axial slices, ranging from 2 to 22 depending
on the patient, with 5 mm spacing and a resolution of 256 x 256. The
raw perfusion time series include between 40 and 63 volumes, acquired
1-2 s apart, of the same dimensions as the CT for each patient. The
provided gold standard was manually drawn on additional magnetic
resonance DWI trace images not included in the challenge testing set,
where the infarct core is seen more clearly, taken within 3 h of the
initial CT scan.

2.1.1. Pre-processing

From the provided modalities, we only consider the use of CT
and the four derived CT perfusion maps (CBF, CBV, MTT and Tmax),
omitting the raw CT-PWI time series. Image pre-processing is then
applied to the provided images in two steps: Firstly, the CT image is
skull stripped and, secondly, a modality augmentation to exploit the
symmetry of brain hemispheres is performed.
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CT Skull stripping. The brain mask for skull stripping is obtained from
the non-zero values of the sum of the four provided perfusion im-
ages, which did not take any value on the skull. Finally, the mask
is multiplied with the CT image, which leaves only the desired brain
tissue.

Symmetric modality augmentation. The use of the symmetry property
showed significant improvements on chronic stroke lesion segmenta-
tion in MR images [24]. Since typically only one hemisphere of the
brain is affected by the stroke, the brain mid-sagittal symmetry can be
exploited to assess differences between both hemispheres and locate the
lesion more accurately. In our case, we take advantage of the symmetry
property by creating a symmetric version of each provided modality. In
this way, a single patch will include information from the same spatial
location of both hemispheres. To generate the symmetric modalities
we first flip the CT images by the mid-sagittal axis. Since the images
are not perfectly centered in the volume and some are slightly rotated,
the opposing hemispheres might not be correctly aligned after the flip.
Hence, we use FSL FLIRT [25] constrained to an axial affine trans-
formation to linearly register both images and roughly align opposing
hemispheres. In this case, a linear registration is sufficient since the
symmetry features are not expected to rely on fine differences but
rather on overall differences of patch intensity, parenchyma and/or
perfusion statistics. Finally, the provided modality volumes are merged
with the symmetrically augmented and used together for segmentation
as an image with ten modality volumes. In this way, a single patch will
additionally include bilateral information of all modalities. Fig. 1 shows
an example case with the provided and augmented modalities.

3. Method

The proposed approach is a 2D patch based deep learning approach
for segmentation of the acute stroke lesion core from CT perfusion
images. Since the lesion core class represents around 5% of the brain
tissue in the training set, class imbalance is an issue that needs to
be dealt with. If no deliberate action is taken, the training set would
include fewer examples of lesion than healthy tissue, which would
bias the learning and worsen segmentation performance. Additionally,
overfitting to the training set is likely, considering the small quantity
of data, which would cause bad performance for other images. To
minimize this effect, the training is regularized by using: (a) data
augmentation with elastic deformation fields, (b) dropout layers that
introduce noisy updates during training and (c) early stopping that
interrupts training when no more generalizable knowledge can be
learned. Finally, a combination of classification uncertainty estimation
and use of highly overlapping patches further reduces outliers and
segmentation artifacts.

3.1. Class imbalance

The most common techniques to alleviate this issue for deep learn-
ing methods are three: cost sensitive loss functions, which assign dif-
ferent cost to misclassification of examples from different classes [26];
the use of patches with deliberate sampling, typically aiming to over-
represent the minority class, or multi-phase training, where a part of the
network is retrained with a different class distribution. In this work, we
propose the use of both a balanced patch sampling and a cost sensitive
loss function to alleviate the imbalance.

The employed sampling strategy is an extension of a recent proposal
for brain lesions in general [12]. The strategy has been extended to
take into account the anatomy and pathophysiology of acute stroke. In
practice, a target number of patches is set for each patient. Then, half
of the patches are extracted centered on lesion voxels and the other half
on healthy ones. These are sampled in regular spatial steps to ensure
all parts of the volume are uniformly represented. For the lesion class
sampled voxels have a random offset applied in the x and y axis before
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Fig. 1. Top row: Provided CT and derived CT perfusion maps. Bottom row: Resulting symmetrically augmented modalities.

patch extraction, as done by Guerrero et al. [15]. This offset is sampled
from a random uniform distribution and is limited to half of the patch
size to ensure the originally sampled voxel is inside the finally extracted
patch. This increases the representation of areas adjacent to the core
label, the penumbra region, while providing a degree of translational
data augmentation. The patches will be extracted centered on these
voxels. For patients with smaller lesions, several patch extractions from
the same lesion voxel and data augmentation are applied, using the
elastic deformation described in [27] with parameters « = 2.5 and y
= 0.12, to reach the target number of patches per patient. In this way,
only if the number of lesion voxels is smaller than the target number,
they will be repeated and augmented using elastic deformation. On
average, the augmented patches amount to 5% of the training set. The
use of this patch sampling strategy raised the lesion voxel fraction in
the training set from 5% to 12%.

Additionally, we use a cost sensitive loss function that is the sum
of the Generalized Dice Loss (GDL) [28] and the crossentropy loss
to further minimize the effects of class imbalance. While the crossen-
tropy loss is minimized with correct confident predictions, the GDL is
minimized by maximizing the relative overlap between prediction and
ground truth. In practice, jointly minimizing both terms provides the
crossentropy convergence properties with the balancing class weighting
of the GDL.

However, despite the use of both techniques, the overlap segmen-
tation is decreased when bigger patch sizes are considered due to
worsened imbalance, since larger patch sizes will tend to include a
bigger ratio of healthy to lesion voxels. After empirical testing with
several patch sizes ranging from 16 x 16 to 96 x 96, we choose a
patch size of 64 x 64 that offers the best compromise between a large
receptive field and worsened class imbalance.

3.2. Deep learning architecture

The employed network, depicted in Fig. 2, is a 2D asymmetric resid-
ual encoder—decoder that produces whole patch predictions. It is based
on recent state-of-the-art networks for chronic stroke [15] and related
biomedical tasks [11]. The network has five resolution steps with 8 base
filters, which are doubled in each step, resulting in a latent space with
128 feature maps of 4 x 4 resolution. It has long and short residual con-
nections to ease gradient flow, which improves convergence properties
and allows for better accuracy [29]. The asymmetry comes from the
reduced number of parameters found in the decoder branch. It has been

shown that the role of the decoder is not as critical and its complexity
can be reduced without damaging the performance [23]. In this way,
the residual blocks have two convolutional layers in the encoder and
one in the decoder, resulting in 75% and 25% of the parameters in each
respectively. Additionally, it includes prediction dropout layers that
will be used for estimating the uncertainty in classification to minimize
outliers.

3.3. Pipeline overview

In this section we will briefly describe the different parts of the
training and testing pipeline to train the network and use it to segment
the desired images.

Training. In the training phase, the randomly initialized network
weights are trained with patch training and validation sets built from
the provided images. A total of 376,000 patches, 4000 from each case,
of size 64 x 64 are extracted using the sampling strategy described in
Section 3.1 to create the training set. The sum of the Generalized Dice
and Crossentropy loss is used as the objective function. During training,
the weights are updated with the Adadelta optimizer [30], which
requires no manual tuning of learning rate. After several empirical tests,
we use a batch size of 64 patches during training since it provides
a good compromise between sensitivity and overfitting. The batch
size determines the number patches whose gradients will be averaged
before a network weight update during training. A bigger batch size
averages the gradients of more patches, which improves the overall
accuracy while giving less weight to errors in individual samples. To
further minimize overfitting, early stopping with a patience of ten
epochs is performed when the sum of error rate and L1 loss on the
validation set reaches a global minimum. We set the low number of
ten patience epochs to avoid excessive overfitting to the validation set,
given the small size of the dataset. Although further training might still
improve the validation metrics it could be at the cost of overfitting
to the validation images and worsening the performance with testing
images. In practice, the networks are trained for a maximum of 100
epochs or until the early stopping condition has been met, storing
the network weights with the best validation metrics. The number of
training epochs ranges from 20 to 40 for the reported experiments.
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Fig. 2. Diagram of the employed deep learning architecture, an asymmetrical residual encoder-decoder CNN. Gray rectangles represent feature maps with the number of features
indicated either on top or bottom. For the convolutional layers, [S,,S,@K,XxK,] indicates the strides and kernel size in each axis respectively. Red arrows mark the location where

dropout is applied at prediction time for average uncertainty filtering.

Testing. In the testing phase we predict the class probability distribu-
tion for each voxel of a given image with the trained network. Firstly,
patches are extracted from the whole image at regular spatial intervals
to make sure all parts of the volume are represented. Furthermore, a
degree of overlap is considered to improve spatial label coherence and
minimize boundary artifacts. Each extracted patch is forward passed
through the network and its predicted probabilities accumulated into a
common space, preserving its spatial location. Finally, the average of
accumulated probabilities in each voxel is made. Additionally, uncer-
tainty filtering by averaging is applied to each patch forwarded through
the network. It has been shown that a patch predicted while using
dropout can be considered a Monte Carlo sample from the unknown
classification probability distribution [31]. In our case, for each patch,
3 forward passes are performed with a voxel-wise prediction dropout
rate of 10%. As suggested by [32], dropout in prediction is only
performed in the deepest resolution steps as seen in Fig. 2. Finally, the
probability distribution is computed as the voxel-wise average of the
three noisy predictions.

Post-processing. In the post-processing phase, a binary segmentation is
produced from the predicted probability maps. It is performed in two
steps, first the probabilities are binarized according to a threshold T
and then a connected component filtering removes lesions smaller than
S .in VOXels. The parameters T and Smin that optimize the DSC and HD
of the tool are found through grid search for each evaluation. More
specifically, we test 9 different thresholds T, from 0.1 to 0.9 in 0.1 steps,
and 6 minimum lesion sizes (Smin) ranging from 10 to 500 voxels. Each
combination of these parameters is then used to binarize the predicted
probability maps and compute segmentation metrics. We select the T
and Smin that jointly optimize the DSC and HD metrics, the ones used
to rank the ISLES 2018 challenge workshop participants.

3.4. Implementation details
The proposed method has been implemented with Python, using the

Torch scientific computing framework [33]. All experiments have been
run on a GNU/Linux machine running Ubuntu 18.04 with 64 GB of

RAM memory and an Intel® Core™ i7-7800X CPU. The network training
and testing has been done with an NVIDIA TITAN X GPU (NVIDIA corp,
United States) with 12 GB G5X memory.

4. Evaluation and results

The proposed methodology is evaluated with a crossvalidation ex-
periment showing the improvements against our initial workshop chal-
lenge approach and with an external blind evaluation against state-
of-the-art methods using the testing set. The evaluation metrics for
both experiments include the Dice similarity coefficient (DSC) [34] and
Hausdorff distance (HD), the ones considered to rank the workshop
challenge participants. Additionally, we also consider other metrics
more relevant to the clinical setting such as positive predictive value
(PPV), sensitivity and coefficient of determination (COD), also called
R?, between the predicted and true core volume. Finally, we con-
sider the dependent t-test for paired samples to assess the statistical
significance of differences between the evaluation results.

4.1. Crossvalidation experiment

The purpose of this experiment is to quantitatively assess the im-
provements introduced to the proposed method with respect to our
workshop challenge approach (the baseline). Mainly, the improvements
come from a more regularized network training procedure, symmetric
modality augmentation and uncertainty filtering. Additionally, a single
network is used in contrast with the two networks in cascade configura-
tion of the baseline. Thanks to the added improvements we can avoid
the use of the second model, which simplifies the training procedure
and reduces inference times. The current more regularized training
procedure uses the sum of GDL and crossentropy as loss function and
the sum of L1 loss and error rate for early stopping. However, for the
baseline approach [19] the networks were trained using crossentropy
as loss function and a probabilistic Dice loss [28] for early stopping.
Additionally, we are able to use bigger 64 x 64 patches without a
decrease in segmentation performance as it happened with the baseline,
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Fig. 3. Loss and accuracy plots for a single cross-validation fold.

where using 64 x 64 patches resulted in 4% lower DSC than using
48 x 48. The bigger patch size of 64 x 64 offers a bigger receptive
field from which to learn features.

The experiment consisted of four evaluations, first the baseline and
then three with the incremental improvements that comprise the pro-
posed method. Each evaluation is performed in 5 crossvalidation folds
across the 94 labeled images of the ISLES 2018 dataset, having 75 train-
ing and 19 validation images for each fold. Since some scans correspond
to different regions of the same patient, we ensure that all the same
patient scans are within the same set. In each fold, a single network
is trained with the training patches and then the validation volumes
are predicted, resulting in a probability map for each case. After all
five folds have finished there will be one predicted probability map for
each of the 94 training images. Finally, the probability maps are post-
processed using T and Smin, found through grid search, that achieve
the best segmentation metrics across all folds of the crossvalidation.

Fig. 3 shows loss and accuracy plots for a single cross-validation
fold, since the other folds were of similar nature. Additionally, it shows
the early stopping metric value, the L1 loss plus error rate, and the
segmentation DSC of the validation images. The figure shows how
the loss function evaluated on the validation set increases, instead of
decreasing, while the validation accuracy improves. For this reason,
we do not use the validation loss and instead use the sum of L1 loss
and Error rate as a monitored metric on the patch validation set for
early stopping, since it is more correlated with segmentation DSC of
the validation images. In this case, the early stopping metric reaches
a global minimum in epoch 20 where the segmentation DSC begins to
stabilize. Although further training might still improve the validation
metrics it might be at the cost of overfitting to it and worsening the
performance with testing images.

Table 1 shows the evaluation metrics obtained from the baseline
and incremental improvements. Compared with the baseline, the reg-
ularized training procedure with a single model significantly improves
the DSC and sensitivity (p < 0.02). When augmented modalities are
additionally considered, the PPV significantly improves although the
sensitivity is reduced (p < 0.05). Moreover, when uncertainty filtering
is considered the HD is significantly reduced at the expense of a lower
sensitivity (p < 0.03). In general, all introduced improvements raise the
COD, meaning that the estimated volume is closer to the gold standard.
In summary, the proposed tool provides significantly better DSC, HD
and PPV (p < 0.05) than the baseline with a marginal higher sensitivity.

Fig. 4 shows qualitative evaluations of the incremental improve-
ments for three representative cases. As compared with the baseline,
the regularized training achieves better sensitivity and specificity in
all cases, reducing the amount of false positives and negatives. The
addition of symmetric modalities overall improves lesion localization
but can reduce the sensitivity for some samples. For instance, the use
of symmetric modalities increases the false positives in the middle row
case. Finally, the bottom row is a good example of the effect of uncer-
tainty filtering in the majority of cases, improving lesion localization
and estimated volume. However, in some cases it may also introduce
additional outliers as seen in the top row case, where false positives
appear in the upper part of the lesion.

4.2. ISLES 2018 testing evaluation

For segmentation of the 62 unlabeled testing images from the ISLES
2018 dataset, we used all five networks, one from each fold, that were
trained for the crossvalidation evaluation with all improvements. An
averaging approach is used where each patch is passed through the five
trained models and the five predictions are averaged together to pro-
duce a single patch prediction. In this way, bootstrap aggregation [35]
is performed, where each network is trained with a different subset
of training data. Finally, the resulting class probability maps of the
testing images are binarized using the previously computed optimal
parameters T = 0.2 and S,,;, = 200 from the crossvalidation experiment.
Table 2 shows ongoing benchmark leaderboard of the ISLES 2018
testing set sorted by average DSC, where the proposed methodology
ranks among the top entries out of 41 participants.

5. Discussion

The results of the ISLES 2018 testing set evaluation show that the
proposed methodology achieves state-of-the-art performance ranking
2nd in the ongoing benchmark leaderboard among 41 submissions. The
approach by Song et al. [20] manages to achieve a 2% higher DSC
by additionally using the 40 or more volumes that comprise each raw
perfusion time series (CT-PWI) to further extract features for segmenta-
tion. The use of the raw perfusion time series would involve an increase
in memory requirements and processing time, additionally making the
training procedure more complex. In our case, we still use some of the
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Fig. 4. Lesion core segmentation masks of the baseline and incremental improvements. True positives are denoted in green, false positives in red and false negatives in blue. (For
interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)

Table 1

Evaluation metrics of the crossvalidation experiment in the ISLES 2018 training set. The baseline results correspond to our workshop
challenge approach while Single refers to the current approach using a single network. The evaluated improvements are three: the
regularized training (RT), symmetric modality augmentation (SM) and the uncertainty filtering (UF).

Method T Soin DSC (%) PPV (%) Sens. (%) HD R?
Baseline 4 200 49.0 +23.6 46.9 +29.5 57.2+26.7 29.5+18.9 67
Single +RT 1 300 53.5+24.6 51.8+28.9 66.0 £25.5 29.8 +23.9 74
Single +RT +SM 2 200 54.8.+24.8 58.3+29.8 63.7£253 26.6 +19.9 78
Single +RT +SM +UF 2 200 54.7+24.2 57.8+29.1 60.9 +25.0 235+ 1538 .82

Table 2

Top 10 entries of the ongoing benchmark leaderboard, last accessed 25/06/2019, of
ISLES 2018 testing set as ranked by average DSC. The entry of the presented tool is
highlighted in bold. *Values divided by 1,000,000.

Rank User DSC PPV Sensitivity HD*

1 songtl [20] 0.51 +0.31 0.55+0.36 0.55 +0.34 19.4 +39.5
2 clera2 (ours) 0.49 +0.31 0.51 +0.36 0.57 +0.35 11.3 +31.6
3 pengll [21] 0.49 +0.31 0.56 +0.37 0.53+0.33 19.4+395
4 zhans10 0.49 +0.32 0.53 +0.35 0.54 +0.35 17.7£38.2
5 chenyl1 [36] 0.48 +0.32 0.59 +0.38 0.46 +0.33 9.7 +29.6
6 lilic2 0.48 +0.32 0.48 +0.34 0.6 +0.36 17.7+38.2
7 liliy8 0.48 +£0.31 0.5+0.36 0.55+0.34 19.4 £39.5
8 liliy2 0.47 £0.32 0.53 +0.36 0.47 £0.32 16.1 £36.8
9 xiaoh3 [22] 0.47 +0.31 0.56 +0.37 0.49 +0.33 19.4 +39.5
10 zhuoj2 0.47+0.32 0.51+0.36 0.54 +0.36 11.3+31.6

information obtained from the absorption curve parametrization of the
raw perfusion time series in the 4 perfusion parameter maps (CBF, CBV,
MTT and Tmax). Despite the potential performance improvement of
also processing the raw time series as shown by Song et al. [20], we
avoid it in favor of reducing the training complexity and provide faster
inference times.

The crossvalidation experiment shows the big influence that class
imbalance and training regularization can have on segmentation per-
formance. For instance, the class weighting properties of the focal loss
allow the use of bigger 64 x 64 patches without worsened imbalance
and provides a DSC improvement of 4.5% over the baseline. However,
this patch size is too small to fit both brain hemispheres simultaneously
and makes implausible exploiting symmetrical features. The use of
symmetric modality augmentation allows learning of these features

without having to use bigger patches that would worsen class imbal-
ance. Despite the overall improvement from augmented modalities,
some cases are actually worsened, as seen in the middle row of Fig. 4
with a lower PPV that increases false positives. Finally, we noted that
the use of uncertainty filtering significantly reduced outliers but also
harmed segmentation performance with bigger dropout rates. We found
that averaging the output of several passes with a low dropout rate of
10% in prediction was enough to reduce outliers without significantly
harming the overlap performance. Despite the marginally worsened
DSC, PPV and sensitivity that uncertainty filtering provides, we believe
the significantly reduced HD and better estimation of the core volume
are more desirable properties in the clinical setting. Additionally, since
each patch will require the average of three noisy predictions, this
effectively triples the network inference time. However, even when
considering the pre-processing step, segmentation of the largest images
typically takes under two minutes in our system.

6. Conclusions

In this work, we presented and evaluated an automated method
for acute stroke lesion core segmentation from CT and CTP images.
The presented tool achieves state-of-the-art performance while using a
simple training procedure with a single network. The training requires
minimal tuning of parameters thanks to the Adadelta optimizer and a
robust class imbalance handling using balanced patch sampling and a
class weighting loss function. We improve segmentation performance
with a novel way of using the symmetry property of brain hemispheres
in patch based methods. We also explore the use of prediction dropout
layers to reduce outliers and improve lesion core volume estimation, a
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predictor of clinical severity and outcome in ischemic stroke [37]. This
tool can provide with an estimate of core location and volume without
acquiring time costly MR images. In the clinical setting, this estimate
can be used to guide treatment decisions or help assess the need for
further MR imaging. A trainable implementation of the presented tool
is freely released for the research community.
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Chapter 4

Acute and sub-acute stroke lesion
segmentation from multimodal

MRI

In this chapter, we propose a deep learning based approach for both the sub-
acute ischemic stroke lesion segmentation (SISS) and the acute stroke penumbra
estimation (SPES) sub-tasks of the Ischemic Stroke Lesion Segmentation (ISLES)
2015 challenge. Our 3D patch-based deep learning approach achieves state-of-
the-art results by utilizing techniques for class imbalance handling, bilateral
feature extraction and morphology based post-processing. To mitigate the class
imbalance, we use a balanced training patch sampling along with a difficulty
weighted loss function. The use of augmented symmetric modalities allows the
network to exploit features based on the symmetry of brain hemispheres despite
the use of small patches. The proposed approach demonstrated state-of-the-art
performance by achieving first position at the ongoing blind testing set evaluation
leaderboards of both tasks, SISS and SPES, from the ISLES 2015 challenge.
The presented methodology has been published in the following paper:
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Background and objective. Acute stroke lesion segmentation tasks are of great clinical interest as they
can help doctors make better informed time-critical treatment decisions. Magnetic resonance imaging
(MRI) is time demanding but can provide images that are considered the gold standard for diagnosis.
Automated stroke lesion segmentation can provide with an estimate of the location and volume of the
lesioned tissue, which can help in the clinical practice to better assess and evaluate the risks of each

Keywords: treatment.
Brain . . .
MRI Methods. We propose a deep learning methodology for acute and sub-acute stroke lesion segmentation

using multimodal MR imaging. We pre-process the data to facilitate learning features based on the sym-
metry of brain hemispheres. The issue of class imbalance is tackled using small patches with a balanced
training patch sampling strategy and a dynamically weighted loss function. Moreover, a combination of
whole patch predictions, using a U-Net based CNN architecture, and high degree of overlapping patches
reduces the need for additional post-processing.

Ischemic stroke

Automatic lesion segmentation
Convolutional neural networks
Deep learning

Results. The proposed method is evaluated using two public datasets from the 2015 Ischemic Stroke Le-
sion Segmentation challenge (ISLES 2015). These involve the tasks of sub-acute stroke lesion segmentation
(SISS) and acute stroke penumbra estimation (SPES) from multiple diffusion, perfusion and anatomical
MRI modalities. The performance is compared against state-of-the-art methods with a blind online testing
set evaluation on each of the challenges. At the time of submitting this manuscript, our approach is the
first method in the online rankings for the SISS (DSC=0.59 + 0.31) and SPES sub-tasks (DSC=0.84 + 0.10).
When compared with the rest of submitted strategies, we achieve top rank performance with a lower
Hausdorff distance.

Conclusions. Better segmentation results are obtained by leveraging the anatomy and pathophysiology
of acute stroke lesions and using a combined approach to minimize the effects of class imbalance. The
same training procedure is used for both tasks, showing the proposed methodology can generalize well
enough to deal with different unrelated tasks and imaging modalities without hyper-parameter tuning.
In order to promote the reproducibility of our results, a public version of the proposed method has been
released to the scientific community.

© 2020 Elsevier B.V. All rights reserved.

1. Introduction

Stroke is a medical condition by which an abnormal blood flow
in the brain causes the death of cerebral tissue. Stroke is the third
cause of morbidity worldwide, after myocardial infarction and can-
cer, and the most prevalent cause of acquired disability [1]. The
affected tissue in the acute phase can be divided into three con-
centric regions depending on the potential for recovery, also re-
ferred as salvageability: core, penumbra and benign oligemia [2].
The core, located at the center, is formed by irreversibly dam-

* Corresponding author.
E-mail address: albert.clerigues@udg.edu (A. Clérigues).

https://doi.org/10.1016/j.cmpb.2020.105521
0169-2607/© 2020 Elsevier B.V. All rights reserved.

aged tissue from a fatally low blood supply. The penumbra, lo-
cated around the core, represents tissue at risk but that can still
be recovered if blood flow is quickly restored. Finally, the benign
oligemia is the outer most ring whose vascularity has been al-
tered but is not at risk of damage. Once the symptoms of stroke
have been identified, a shorter time to treatment is highly corre-
lated with a positive outcome [3]. Mechanical thrombectomy is a
strongly recommended option for eligible patients [4]. However,
this surgery is not free of risks. An overall complication rate of
15.3% was observed in a year long study [5]. In the treatment de-
cision context, an estimate of the salvageable tissue can aid physi-
cians take more informed treatment decisions.
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The Ischemic Stroke Lesion Segmentation (ISLES) challenge
started in 2015 to provide a platform for fair and direct comparison
of automated methods. It included two sub-tasks, the sub-acute
ischemic stroke lesion segmentation (SISS) and the acute stroke
penumbra estimation (SPES). The following ISLES 2016 and 2017
editions changed its focus from lesion segmentation to chronic le-
sion outcome prediction from MRI. In the 2015 ISLES workshop re-
sults, the top three methods in the SPES sub-task all used Ran-
dom Decision Forests (RDFs) [6] using hand-crafted features [7-
9]. RDFs were typically used in methods for stroke lesion seg-
mentation due to their excellent generalization properties, which
make them well suited for difficult tasks with few training samples
[10]. Recent advances on convolutional neural networks (CNNs)
[11] have achieved superior results and are currently replacing
RDFs in most state-of-the-art methods. In contrast with RDFs,
CNNs enable the joint learning of optimal features and classifica-
tion criteria at training time for the specific task. However, these
kind of networks are still restricted by the architectural design,
the amount and quality of available data and the training proce-
dure. Recently, advances in regularization techniques and data im-
balance handling allow for increased CNN generalization perfor-
mance in brain lesion segmentation that rivals that of RDFs. The
best method in the SISS sub-task of the 2015 ISLES workshop em-
ployed a deep learning strategy consisting of a dual path encoder
network with a conditional random field (CRF) post-processing
[12]. More recently, Zhang et al [13] achieved similar results in
the ISLES 2015 testing set by using a similar CNN trained with a
deep supervision technique and a multi-scale loss function. Sim-
ilarly, the work of Karthik et al. [14] further improved results in
ISLES 2015 reaching a DSC of 0.70 on the SISS training set, but
does not perform an evaluation on the publicly available blind
test set. Despite the good results of these kind of networks, the
U-Net architecture [15], an encoder-decoder network, is replac-
ing other state-of-the-art architectures for stroke lesion segmen-
tation. This is clearly seen in the submissions for the ISLES 2017
challenge, where 10 out of the 14 participating methods, includ-
ing the top three, used CNNs based on the U-Net architecture
[16]. Recent approaches for stroke lesion segmentation from MR
imaging also used these kind of networks. The work by Olivier
et al. [17] used a U-Net based network with a two phase train-
ing first using whole brain images and then in the second phase
also adding small patches of wrongly segmented regions from the
first phase. More recently, Xue et al. [18] used a multi-path 2.5D
dual U-Net using brain symmetry modality augmentation with a
late fusion strategy on the ATLAS dataset of chronic stroke patients
[19].

In this work, we present a deep learning approach for acute
and sub-acute stroke lesion segmentation from multimodal MRI
images. We use a 3D asymmetric encoder-decoder network based
on the U-Net architecture with global and local residual connec-
tions. Within our approach, the class imbalance issue is allevi-
ated with the use of small patches with balanced training patch
sampling strategies and a dynamically weighted loss function. Ad-
ditionally, we pre-process the provided images to facilitate using
the symmetry property of brain hemispheres. In contrast to the
work of Xue et al. [18] the symmetry features in our approach are
fused earlier, before the network input, allowing the encoder to ex-
tract joint features between the original and symmetric modalities.
The methodology is evaluated by cross-validation with the train-
ing images and with a blind online testing set evaluation against
other state-of-the-art methods. The proposed approach demon-
strates state of the art performance by ranking first in the testing
leaderboard of both challenges [20] without any dataset specific
tuning.

2. Data

For evaluation of the proposed methodology we use the public
datasets provided for the two sub-tasks of the 2015 ISLES challenge
[21]. They both encompass stroke lesion segmentation tasks from
MRI imaging but using different imaging modalities and acquisi-
tion time since onset.

2.1. SISS dataset

For the sub-acute ischemic stroke segmentation (SISS) sub-task,
a dataset was provided with 28 training and 36 testing cases ac-
quired in the first week after onset [21]. The stroke MRI was per-
formed on either a 1.5T (Siemens Magnetom Avanto) or 3T MRI
system (Siemens Magnetom Trio). For each case, 4 co-registered
multimodal images were provided including anatomical (T1, T2,
FLAIR) and diffusion (DWI) MRI The images were acquired as 3D
volumes of 230 x 230 x 153 dimensions at 1 x 1 x 1 mm spacing.
All four MRI modalities were used for evaluation of the proposed
approach. For the training images, the provided gold standard, the
whole lesion extent, was manually segmented by an experienced
medical doctor.

2.2. SPES dataset

The acute stroke penumbra estimation sub-task (SPES) included
30 training and 20 testing cases acquired in the first day after on-
set with 3T Phillips systems on two centers [21]. For each case,
7 co-registered modalities were provided including anatomical (T1
contrast, T2), diffusion (DWI) and perfusion (CBF, CBV, TTP, Tmax)
MRI. The images were acquired as 3D volumes of 96 x 110 x 71
dimensions at 2 x 2 x 2 mm spacing. All seven MRI modalities
were used for evaluation of the proposed approach. For the train-
ing images, the gold standard segmentation, the penumbra label,
was obtained as the mismatch between whole lesion extent and
the core delineated in perfusion and diffusion images respectively.

3. Methodology

We propose a 3D patch based deep learning method using an
asymmetrical residual CNN based on the U-Net architecture [15].
Within our approach, the class imbalance issue is addressed with
a combination of techniques including the use of small patches
(24 x 24 x 16) and a weighted loss function. We also regularize
the training procedure with dropout [22], data augmentation and
early stopping. For image segmentation, the use of whole patch
predictions with a high degree of overlap minimizes the need for
additional post-processing. In the following, we briefly describe the
main components and implementation details of our methodology.

3.1. Data pre-processing

The given images are first pre-processed with a symmetric
modality augmentation to allow learning of features based on the
symmetry of brain hemispheres despite the small receptive field
of the used patches. Explicit symmetry information was already
shown to improve results for chronic stroke lesion segmentation
[23]. In our case, instead of using one patch per hemisphere in a
multi-path network we use a single joint patch with a single-path
network. In practice, we augment the provided modality images
with symmetric versions that swap the left and right hemispheres.
We first flip one of the images along the mid-sagittal axis and then
we apply FSL FLIRT [24] to perform a linear registration between
the original and flipped image. Finally, the rest of modalities are
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(e) Sym. T1

(f) Sym. T2

(g) Sym. DWI (h) Sym. FLAIR

Fig. 1. Provided and symmetrically augmented modalities from case 2 of the SISS training images.
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classes respectively.

registered using the same transformation. Fig. 1 shows an exam-
ple of the resulting symmetrically augmented modalities. These are
then appended to the provided ones, effectively doubling the num-
ber of images for each patient. In this way, a single extracted patch
will also include intensity information from the opposite hemi-
sphere.

3.2. CNN architecture

The used architecture, illustrated in Fig. 2, is a 3D asymmetrical
encoder-decoder network based on the U-Net [15] architecture and
its 3D extension, the 3D U-Net [25]. Additionally, we also use short
and long residual connections as used by the 2D uResNet architec-
ture [26] for chronic stroke in MRI. The asymmetry comes from the
number of parameters found in the encoder and decoder branches,
with 75% and 25% of the parameters respectively. We use resid-
ual blocks with two convolutional layers in the encoder and with
a single convolutional for the decoder. It has been shown that the
decoder’s role is not as critical for segmentation, mainly upsam-

pling the work of the encoder and fine-tuning the details [27]. Ad-
ditionally, instead of the more typical rectified linear unit (ReLU)
[28] we use in our residual blocks a parametric version, the PReLU
non-linearity [29], as suggested by Paszke et al [27]. We perform
downsampling in each resolution step by concatenating the result
of a max pooling operation and strided convolution as proposed
by Szegedy et al [30]. This strategy avoids representational bottle-
necks while keeping the number of parameters contained. Finally,
upsampling in the decoder branch is performed with the use of
transposed convolutions.

3.3. Class imbalance handling

The class imbalance issue is caused by the typically smaller ex-
tent of the lesion class as compared with the rest of healthy tissue
class. If no deliberate action is taken, the training set will be com-
posed mostly from examples of healthy tissue and few from the
lesion. This would induce a biased learning that would harm the
segmentation performance. To alleviate this issue, we use a com-
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Fig. 3. Diagram of the used training patch sampling strategy for acute stroke related tasks that considers the anatomy and pathophysiology of stroke lesions. The extracted

patches are of size 24 x 24 x 16 and include all input modalities.

bination of small patches with a balanced training patch sampling
and a difficulty weighted loss function. The employed loss func-
tion, the Focal loss [31], is a dynamically weighted extension of
the crossentropy loss defined as:

FL(pt) = —a(1 — po)? log(py) (1)

where p; and «; are the predicted probability and weight for class
t respectively. This function is dynamically weighted inversely pro-
portional to the prediction confidence, so the network learns less
from confident classifications and more from misclassified exam-
ples. In this way, class imbalance is alleviated as the network stops
learning from the larger amount of healthy examples while still
learning from the less common lesioned tissue. We use the Focal
loss default parameters as suggested by Lin et al [31], with scal-
ing factor y = 2 and class weights g = 0.25 and «; = 0.75 for the
healthy and lesion classes respectively.

The use of patches allows using a training sampling strategy
that can undersample the healthy class and oversample the lesion
for a more balanced class representation. The employed strategy
is an extension of two recently proposed ones for brain lesions
[32] and chronic stroke [26]. In practice, a goal number of patches
to extract is set per patient, as we aim to have a balanced patch
representation of each case. Then, 50% of the training patches are
extracted centered on voxels corresponding to healthy tissue and
the other 50% on lesion. These are sampled at regular spatial steps
to ensure that all parts of the brain are equally represented. The
voxels sampled from the lesion class have a random offset added
to increase representation of the region surrounding the lesion, the
benign oligemia. As suggested by Guerrero et al [26], the offset
is limited to half of the patch size to ensure the originally sam-
pled voxel remains in the final extracted patch. For patients with
smaller lesions, a combination of several patch extractions from
the same lesion voxel and data augmentation is done to ensure the
number is reached. The same sampled voxel will actually produce
different patches since lesion voxels have a random offset applied.
Finally, patches are extracted centered on these voxels. Addition-
ally, for the lesion sampled patches, data augmentation is applied
with five anatomically feasible operations including sagittal reflec-
tions and 90°, 180° and 270° axial rotations. A diagram summariz-
ing the described strategy is depicted in Fig. 3.

Despite the balancing effects of the Focal loss and training
patch sampling, the segmentation performance is still reduced
when bigger patch sizes are considered. Since there are much
fewer lesion voxels than healthy ones, bigger patches tend to in-
clude more healthy class voxels and further worsen class imbal-
ance in the training set. The employed patch size of 24 x 24 x 16,
determined empirically, offers the best compromise between re-
ceptive field and worsened imbalance for the considered datasets.

3.4. Network training

For training the randomly initialized network weights, we first
extract patches to build the training and validation sets. As stated
in Section 3.3, we use patches of size 24 x 24 x 16 sampled with a
balanced patch sampling strategy. During training, we use the Fo-
cal loss [31] along with the Adadelta optimizer [33], to avoid costly
grid search of a learning rate, with a batch size of 16 patches. This
optimizer requires no manual tuning of parameters and appears
robust to noisy gradient information, different model architecture
choices, various data modalities and selection of hyper-parameters.
Moreover, to prevent overfitting we use the early stopping tech-
nique by monitoring the performance on a validation set at the
end of each epoch. In this way, the training is interrupted when
the monitored metric reaches a local minimum, which means no
more generalizable knowledge is being learned from the training
images. The sum of the L1 loss and error rate on the validation set
is used as the monitored metric with a patience of 8 epochs.

3.5. Segmentation and post-processing

Once the network weights have been trained, to segment a new
volume patches are first extracted from every part of the image
and forward passed through the network. These are sampled uni-
formly with a regular extraction step of 4 x 4 x 1 so that all
parts of the brain are predicted. The resulting patch probabilities
are then combined in a common space preserving their original
spatial location to produce the whole volume probability map. In
our case, the combination is performed per voxel by averaging the
class probabilities of the various patches. Furthermore, some de-
gree of overlap between the extracted patches is used since the
extraction step is smaller than the patch size. Therefore, the same
voxel is Doncs si no voleu sentir els meus laments, i us voleu posar
taps, en trobareu a la nesspresso del pequatre.labeled seen in dif-
ferent neighborhoods and the resulting class probabilities are aver-
aged. This technique reduces the need for post-processing steps as
it provides coherently spatial labels without block artifacts.

Finally, the probability maps are binarized by thresholding the
lesion class probabilities and then performing a connected compo-
nent filtering by lesion volume. The variable threshold T}, can com-
pensate over/under confident networks while the minimum lesion
size Spin, Measured in number of voxels, takes advantage of lesion
priors to minimize false positives. In practice, the probability maps
are binarized using the same threshold and minimum lesion size
for each evaluation. These are found through grid search after all
networks have been trained to offer the best compromise between
the desired evaluation metrics.

3.6. Implementation details

The proposed method has been implemented with Python, us-
ing the Torch scientific computing framework [34]. All experiments
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Table 1

Cross-validation experiment evaluation metrics on the SISS and SPES sub-tasks. The post-processing parameters
Ty and Sy, are found through grid search to maximize the score defined in Eq. (1). Significant differences of the
reported metrics to the Baseline and Balanced approaches are marked with Ao and « respectively.

Approach Ty Snin DSC PPV Sensitivity HD

SISS sub-task

Baseline 04 50 064 + 0.22 0.69 + 0.27 0.68 + 0.21 437 + 326
Balanced 04 200 0.67 £ 0.21 0.73 + 0.22 0.69 + 0.23 4309 + 289
Proposed 05 200 4071 £ 019 4078 + 020 0.67 + 022 4295 + 295
SPES sub-task

Baseline 06 500 0.80 + 0.17 0.82 + 0.21 0.82 + 0.19 111 £ 6.9
Balanced 04 500 0.82 £ 0.15 0.84 + 0.14 4085 + 017 124 £+ 76
Proposed 0.5 200 4082 + 0.16 0.85 + 0.13 4085 + 0.17 *112 = 73

have been run on a GNU/Linux machine running Ubuntu 18.04
with 64GB of RAM memory and an IntelA® Core™ i7-7800X CPU.
The network training and testing has been done with an NVIDIA
TITAN X GPU (NVIDIA corp, United States) with 12GB G5X mem-
ory.

4. Evaluation and results

We perform a quantitative and qualitative evaluation with both
a cross-validation experiment and a blind external evaluation us-
ing the challenge web platform. The metrics used in the quantita-
tive evaluations will be the ones provided by the online platform.
These include the Dice similarity coefficient (DSC) [35], sensitivity,
positive predictive value (PPV) and Hausdorff distance (HD). The
DSC measures the relative overlap of the segmentation with the
ground truth and is used as a measure of segmentation perfor-
mance. The sensitivity and PPV measure different properties rel-
ative to the lesion class segmentation. On the one hand, the sen-
sitivity is the fraction of gold standard lesion that has been cor-
rectly labeled as such in the resulting segmentation. On the other
hand, the PPV measures the fraction of all predicted lesion labels
that are correct. In this way, a segmentation that correctly labeled
a small fraction of the lesion with few false positives would have a
high PPV but low sensitivity. Finally, the Hausdorff distance can be
intuitively seen as a measure of the largest border error between
the segmentation and ground truth. To assess the statistical sig-
nificance of differences between the crossvalidation results on the
training set we consider the t-test for paired samples.

4.1. Cross-validation experiment with training images

The purpose of the cross-validation experiment is to quantita-
tively asses the main introduced improvements of the proposed
methodology against a Baseline approach without them. For the
Baseline approach, we use the proposed methodology without the
class imbalance handling nor the data pre-processing step. Instead
we use the crossentropy loss and training patch sampling as de-
scribed in [32], using 24 x 24 x 16 patches without any addi-
tion of a random offset. We then evaluate the effects of a Bal-
anced approach that only uses the class imbalance handling de-
scribed in Section 3.3, without performing symmetric modality
augmentation. Finally, the Proposed approach also adds the data
pre-processing step to implement the complete proposed method-
ology.

Each evaluation is performed in 4 folds, adjusting the number
of cases per fold accordingly, with the same training procedure for
both the SISS and SPES datasets. To build the patch training set for
each fold, 10 000 patches per case are extracted from the train-
ing images summing approximately 260 000 patches in total. Once
the networks from each fold have been trained and the probability
maps generated for all training images, the post-processing param-

eters T, and S, are found through grid search to optimize the
desired metrics across all folds. We consider the range of thresh-
olds T, from 0.1 to 0.9 and minimum lesion size S,;, from 10 to
1000 voxels. More specifically, we choose the parameter combina-
tion that jointly maximizes the average DSC and HD, the two met-
rics used to determine the 2015 ISLES workshop results. In prac-
tice, a combined score is computed as:

HD
DSC (1 - 7)
HDmax

)
DSC + (1 - 7)
HDmax

where HDnax, set to 200 voxels, is used to normalize the HD met-
ric to the range between 0 and 1.

Score =

(2)

4.1.1. SISS sub-task results

The evaluation metrics of the cross-validation experiment using
the SISS dataset can be found in the upper part of Table 1. With re-
spect to the Baseline, the Balanced approach significantly improves
the Hausdorff distance (p < 0.01) with marginal improvements in
other metrics. When the symmetrically augmented modalities are
further considered, the Proposed approach achieves significantly
better DSC, PPV and HD (p < 0.02) as compared with the Base-
line. However, despite the improvement in evaluation metrics, the
Proposed approach needs a more restrictive minimum lesion size
of 200 voxels to maximize the score as compared with the Base-
line, which only filtered lesions smaller than 50 voxels. Addition-
ally, Fig. 4 suggests that the performance of the network on the
SISS dataset is independent of lesion size or count. It also shows a
case where the lesion was completely missed due to its small size
and unusual location at the cerebelum.

Representative examples of the qualitative results from the pro-
posed method can be found in Fig. 5. Cases 9 and 15 represent
the overall results of the proposed methodology, correctly detect-
ing the lesions in most cases with an outline that approximates the
provided gold standard. Among the observed limitations are inac-
curate borders and over/under segmentation of certain regions. For
instance, cases 13 and 17 are two of the worst results on the SISS
dataset where false positive lesions are detected due to the exis-
tence of other chronic lesions with a similar appearance.

4.1.2. SPES sub-task results

The evaluation metrics of the cross-validation experiment us-
ing the SPES dataset can be found in the bottom part of Table 1.
The class imbalance handling used in the Balanced approach sig-
nificantly improves the sensitivity (p < 0.01) while providing
marginal increase on the rest except the Hausdorff distance. When
both improvements are simultaneously considered in the Proposed
approach, it achieves a significantly better DSC and sensitivity
(p < 0.01) than the Baseline. Additionally, the augmented modal-
ities reduce the minimum lesion size S.,;, from 500 to a less re-
strictive 200 voxels. Additionally, Fig. 6 shows the performance on
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Fig. 4. SISS cross-validation results by lesion volume and count.

Fig. 5. Images and output masks of representative cases with good and bad performance (top to bottom, cases 9, 13, 15 and 17) from the training images of ISLES 2015 SISS
dataset. From left to right, the displayed MR modalities are T1, T2, FLAIR, DWI and output segmentation. On all displayed segmentation results, true positives are denoted in

green, false positives in red and false negatives in blue.

the SPES dataset with respect to the lesion size and count showing
no apparent correlation between them.

Fig. 7 shows qualitative results of four representative segmenta-
tion examples from the proposed method. In general, the majority
of the lesion is correctly segmented with minor border and small
hole inaccuracies as seen in cases 2 and 11. Other less typical er-
rors include under or oversegmentation of the lesion, as seen in
case 15 where false positives are found on the upper part of the
lesion. In the example of case 18, the lesion is clearly underseg-
mented probably due to a confounding unusual appearance of the
TTP modality.

4.2. Blind challenge evaluation

To compare the proposed methodology against other state-of-
the-art methods for acute stroke we submit our final approach for
blind external evaluation in the ISLES 2015 challenge framework.
The web platform used to hold the 2015 ISLES workshop [20] re-
mains open for later submission and maintains an ongoing chal-
lenge leaderboard where the average testing set results are publicly
displayed. Since the gold standard is hidden for the testing images,
a fair and direct method comparison is possible. For evaluation in
the challenge framework of ISLES 2015, we use the four networks
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Fig. 6. SPES cross-validation results by lesion volume and count.

Fig. 7. Images and output masks of representative cases with good and bad performance (top to bottom, cases 2, 11, 15 and 18) from the training images of ISLES 2015 SPES
dataset. From left to right, the displayed MR modalities are T1c, T2, DWI, CBF, CBV, TMax, TTP and output segmentation. On all displayed segmentation results, true positives

are denoted in green, false positives in red and false negatives in blue.

trained for the Proposed approach during the cross-validation ex-
periment, one from each fold, and average their outputs to produce
a single testing patch prediction. The testing images are then seg-
mented as described in Section 3.5 using the T, and S;, set in the
cross-validation experiment. In this way, the challenge results are
produced with the same networks trained in the cross-validation
experiment.

4.2.1. Challenge results

Tables 2 and 3 shows the top five entries as ranked by DSC of
the ongoing testing leaderboard results for the SISS and SPES sub-
tasks respectively. The proposed methodology achieves state-of-
the-art performance in both sub-tasks, ranking first out of 74 en-
tries in the SISS leaderboard and first out of 41 entries in the SPES
leaderboard. As compared with the next best entries, we achieve
similar or higher DSC with a 12% and 28% lower Haussdorf dis-

tance in the SISS and SPES sub-tasks respectively. Additionally, in
the SPES dataset we also obtain an 8% higher sensitivity.

5. Discussion

We have performed both qualitative and quantitative evalua-
tions of the proposed methodology in two different tasks with-
out any dataset specific tuning of training hyper-parameters. The
methodology has been shown to perform equally well for the acute
or sub-acute stages and with different combinations of MRI modal-
ities. The results are improved with respect to the Baseline thanks
to the combined approach to alleviate data imbalance and also
through the explicit learning of features based on the brain sym-
metry. Additionally, the method is fast in inference, taking under 3
min to pre-process and predict a new image.

The proposed methodology demonstrates state-of-the-art per-
formance ranking 1st by average DSC while having a smaller HD as
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Table 2

Top 5 out of 74 entries of the ongoing SISS testing leaderboard [20] as ranked by average DSC.
Rank  User DSC PPV Sensitivity HD
1 clera2 (ours) 0.59 + 031 065 + 035 0.60 = 030 34.7 + 289
2 kamnk1 [12] 0.59 + 0.31 068 + 033 060 + 027 39.6 + 307
3 zhanr6 [13] 0.58 + 0.31 060 + 033 0.68 + 024 389 + 353
4 lianl1 057 £ 029 058 £ 030 064 + 029 43.0 + 305
5 saliz1 0.57 + 0.31 0.54 + 0.31 0.67 + 029 411 + 36.7

Table 3

Top 5 entries out of 41 of the ongoing SPES testing leaderboard [20] as ranked by average DSC.
Rank  User DSC PPV Sensitivity HD
1 clera2 (ours) 0.84 + 0.10 082 + 0.15 0.89 + 0.06 207 + 13.9
2 mckirl [8] 0.82 + 008 083 + 0.10 0.82 + 0.14 29.0 + 16.3
3 cheng5 0.81 + 0.11 081 + 0.12 0.81 + 0.14 227 £+ 126
4 maieol [7] 081 +£ 0.09 0.84 £+ 008 080 + 0.14 23,6 + 13.0
5 ghosp1 0.80 + 0.11 080 + 0.15 0.83 + 0.11 57.1 + 254

compared with the next best method in both challenges. Moreover,
we are the first U-Net based approach in the online testing leader-
board to outperform the best 2015 ISLES workshop entries. In the
SISS sub-task, we obtain a similar DSC but with lower HD than
the next best method. In contrast with the approach by Kamnitsas
et al [12], we can avoid the use of the additional post-processing
step with conditional random fields that needs several image de-
pendent configurable parameters. In our case, the use of a U-Net
based architecture that provides whole patch predictions allows
performing highly overlapped segmentations without a large in-
crease of inference time or introducing additional configurable pa-
rameters. In the SPES sub-task, we obtain a higher sensitivity with
a lower HD as compared with the next best method by McKinley
et al [8] that used a random decision forest classifier with several
hand-crafted features over 3 x 3 x 3 and 5 x 5 x 5 neighborhoods
including local texture features, mean intensity, skewness, etc. By
using a deep learning based method, the feature representation is
learned at training time without having to rely on manually testing
and finding the most appropriate ones for each specific task. Ad-
ditionally, deep learning based methods can be integrated as part
of a bigger diagnostic and prognostic processing pipelines where
lesion or penumbra segmentation could be used as prior informa-
tion. They can also benefit from related techniques such as con-
tinued training with newer images, fine tuning to improve perfor-
mance as part of a composite pipeline, transfer learning to learn a
similar unrelated task with few training examples [36] or perform-
ing domain adaptation between sites [37].

Despite the good relative performance, the qualitative results
show that the proposed methodology is still limited by inaccurate
borders, missing lesion parts and other confounding factors. Fur-
thermore, while the found minimum lesion size maximize the de-
sired metrics along all training images they might still filter out
some small lesions at testing time.

6. Conclusions

In this work, we have presented a methodology that achieves
state-of-the-art performance in two different stroke lesion seg-
mentation tasks. To the best of our knowledge, the proposed
methodology is the first to obtain competitive results in both the
ISLES 2015 SISS and SPES sub-tasks with the same approach. We
have achieved these results by doing both regularization of the
training procedure and providing additional meaningful informa-
tion for lesion segmentation. Useful features using the brain sym-
metry could not be learned as the employed patch size is too small
to include both hemispheres. The proposed symmetric modality

augmentation facilitates using the similarity between hemispheres
to improve lesion localization without using larger patches that
would worsen class imbalance. Moreover, we have shown the big
influence class imbalance can have in reducing distant outliers and
false positives that provide a lower Hausdorff distance at testing
time. By using a combined approach we achieve a less biased seg-
mentation with a better balance between sensitivity and speci-
ficity.

In the clinical setting, treatment decisions for ischemic stroke
patients need to be fast, as the ischemic brain ages the equivalent
of 3.6 years each hour without treatment [38], and well justified
given the risk of complications involved in surgical interventions.
Accurate segmentation of the lesion and/or penumbra from MR
images can provide a fast quantitative estimate of the extent and
location of the penumbra region, tissue that can be recovered if
flow is restored. This estimate could be used to assess if the treat-
ment risks outweigh the potential benefits and allow for faster and
better informed decisions. Furthermore, these kind of lesion seg-
mentation methods can be used to carry out correlation studies
between lesion location and chronic disability status which would
make this estimate even more informative in the treatment deci-
sion context. The proposed methodology is made publicly available
for the scientific community [39].
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Chapter 5

Minimizing the effect of white
matter lesions on deep learning
based tissue segmentation for
brain volumetry

In this chapter, we study the effect of WM lesions within our deep learning based
framework for tissue segmentation and propose a data generation and training
technique which learns from a reference method while embedding WM lesion
effect reduction within the model itself. Typically, to avoid the effect of WM
lesions from influencing classical brain tissue segmentation methods, the lesion
is first segmented and then inpainted with normally appearing white matter
intensities. Most works in the literature first evaluate the inpainting quality with
appearance based metrics and then proceed to evaluate if the volumes measured
by state-of-the-art tissue segmentation methods are less affected thanks to the
inpainting. In our approach, we jointly optimize the tasks of lesion inpainting
and tissue segmentation end-to-end within our deep learning system, which yields
an inpainting model which is also optimized for the downstream segmentation
task. This effectively couples both tasks and allows to obtain much lower errors
on the measured tissue volumes.
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ABSTRACT

Automated methods for segmentation-based brain volumetry may be confounded by the presence of white matter
(WM) lesions, which introduce abnormal intensities that can alter the classification of not only neighboring but
also distant brain tissue. These lesions are common in pathologies where brain volumetry is also an important
prognostic marker, such as in multiple sclerosis (MS), and thus reducing their effects is critical for improving
volumetric accuracy and reliability. In this work, we analyze the effect of WM lesions on deep learning based
brain tissue segmentation methods for brain volumetry and introduce techniques to reduce the error these lesions
produce on the measured volumes. We propose a 3D patch-based deep learning framework for brain tissue
segmentation which is trained on the outputs of a reference classical method. To deal more robustly with
pathological cases having WM lesions, we use a combination of small patches and a percentile-based input
normalization. To minimize the effect of WM lesions, we also propose a multi-task double U-Net architecture
performing end-to-end inpainting and segmentation, along with a training data generation procedure. In the
evaluation, we first analyze the error introduced by artificial WM lesions on our framework as well as in the
reference segmentation method without the use of lesion inpainting techniques. To the best of our knowledge,
this is the first analysis of WM lesion effect on a deep learning based tissue segmentation approach for brain
volumetry. The proposed framework shows a significantly smaller and more localized error introduced by WM
lesions than the reference segmentation method, that displays much larger global differences. We also evaluated
the proposed lesion effect minimization technique by comparing the measured volumes before and after intro-
ducing artificial WM lesions to healthy images. The proposed approach performing end-to-end inpainting and
segmentation effectively reduces the error introduced by small and large WM lesions in the resulting volumetry,
obtaining absolute volume differences of 0.01 + 0.03% for GM and 0.02 + 0.04% for WM. Increasing the ac-
curacy and reliability of automated brain volumetry methods will reduce the sample size needed to establish
meaningful correlations in clinical studies and allow its use in individualized assessments as a diagnostic and
prognostic marker for neurodegenerative pathologies.

1. Introduction

assessment (Sotirchos et al., 2020; Cortese et al., 2022). Magnetic
resonance (MR) imaging offers a noninvasive way to perform indirect

Global and regional volumetry of the brain parenchyma is a prom-
ising biomarker that can improve prognosis for multiple sclerosis (MS)
patients (Bendfeldt et al., 2009; Lansley et al., 2013; Pérez-Miralles
et al., 2013). Brain volume loss has been shown to be a predictor of
disease progression and disability status in MS patients (Di Filippo et al.,
2010; Ghione et al., 2020). Moreover, the rate of brain volume loss is
also used to evaluate the effectiveness of disease-modifying treatments
in clinical studies as well as for individualized treatment response

volume measurements on the brain parenchyma and its distinct cere-
brospinal fluid (CSF), gray matter (GM) and white matter (WM) com-
ponents. In non-uniformity corrected T1-w MR images, these tissues are
characterized by normally distributed intensity profiles with different
means and variances. However, a characteristic of brain scans from MS
patients is the presence of WM lesions appearing as a fourth intensity
distribution that intersects with the brain tissue intensities to be
measured. The presence of WM lesions can bias the characterization of
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normal-appearing tissue intensities and interfere with brain tissue
quantification methods (Gonzalez-Villa et al., 2017). The error that WM
lesions introduce is highly dependent on their aspect and size (Battaglini
et al., 2012), which change over time, introducing varying levels of error
in images taken at different timepoints. These lesions can especially
affect the estimation of partial volumes found in the interfaces between
brain tissues and have been observed to produce a boundary shifting
effect (Magon et al., 2014). Reducing the error introduced by WM le-
sions in brain tissue segmentation is critical for improving the reliability
and accuracy of cross-sectional and longitudinal brain volumetry
methods.

Techniques that minimize the effect of WM lesions in brain tissue
segmentation usually involve lesion inpainting as a preliminary step
before segmentation. These techniques fill the lesioned voxels with in-
tensities resembling the normal-appearing WM (NAWM) of that image.
Chard et al. (2010) proposed the use of a Gaussian mixture model to
characterize and sample the intensity distribution of NAWM in the
whole image to fill lesioned voxels while also emulating scanner noise
and nonuniformity. Battaglini et al. (2012) and Magon et al. (2014) both
proposed similar local inpainting methods for preliminary brain tissue
segmentation to then fill the lesion voxels with intensities similar to
those of the NAWM adjacent to the lesioned voxels. Similarly, Valverde
et al. (2014) also used preliminary tissue segmentation to characterize
and sample the NAWM intensity distribution but did so on a
slice-by-slice basis. Prados et al. (2016) proposed a non-local mean
patch-based inpainting method that can work with longitudinal data and
for any MR modality. More recently, data-driven methods using deep
learning have been proposed based on the use of convolutional neural
networks (CNNs) for lesion inpainting. Armanious et al. (2019) used a
2D conditional generative adversarial network (cGAN) to synthesize
realistic looking intensities for a square patch removed from the input
slice. Xiong et al. (2020) used 2D U-Net with a nonlesion attention
module to inpaint lesioned voxels, while Zhang et al. (2020) proposed
the use of 2D U-Net with edge priors as additional input to improve the
inpainting quality. Manjon et al. (2020) proposed a 3D blind inpainting
method that automatically inpaints any abnormal-looking voxels
without requiring prior lesion segmentation, unlike the methods
described previously that require a preliminary WM lesion mask. Tang
et al. (2021) proposed an inpainting approach for MS lesions using dy-
namic learnable gate masks to improve the morphological and textural
consistency of inpainted regions and reduce their effect on subsequent
brain tissue segmentation. Most works cited above have been shown to
improve the results for brain tissue segmentation methods by reducing
segmentation differences between healthy and artificially lesioned
image pairs. However, to the best of our knowledge, the recent deep
learning-based brain tissue segmentation approaches (Rajchl et al.,
2018; Guha Roy et al., 2019; Henschel et al., 2020) have not evaluated
the effect of WM lesions.

In this work, we propose a 3D patch-based deep learning tissue
segmentation framework for brain volumetry which learns from the
outputs of a reference classical brain tissue segmentation method. In our
approach, we improve the robustness on pathological cases having WM
lesions by using small patches and a percentile-based input normaliza-
tion. To further minimize the effect of WM lesions, we also propose the
use of a multi-task double U-Net architecture performing end-to-end
inpainting and segmentation. To train the proposed method as well as
to evaluate the WM lesion effect, we use pairs of lesioned and non-
lesioned versions of the same brain image. Since these pairs of images
cannot be naturally obtained, artificial lesions are introduced into a set
of scans from healthy subjects to obtain both versions of the same image.
Our goal is to learn a segmentation model that can minimize the effect of
WM lesions on the rest of the normal-appearing tissue in the image.
During training, we use the artificially lesioned brain images as input
and target the brain tissue probabilities of their originally healthy
counterpart image as output. In this way, the system is trained to
minimize the impact of WM lesion voxels on the segmentation of
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neighboring healthy tissue. In the proposed method, a preliminary WM
lesion mask is used to occlude the lesioned voxels of the input patch by
masking it with zeros. Then, a double chained U-Net architecture is
used, where the first network inpaints the occluded lesion voxels and the
second performs brain tissue segmentation from the inpainted patch.
Both networks are trained end-to-end so that the inpainter network is
also trained to aid in the segmentation task.

We evaluate the effect of WM lesions on our deep learning frame-
work as well as on FAST (Zhang et al., 2001), the brain tissue segmen-
tation method used to generate the training targets, which is
implemented in the FSL package of analysis tools for structural MR brain
imaging data. In the evaluation, we quantify the tissue volume differ-
ences between healthy and artificially lesioned versions of the same
image for each of the considered tissue segmentation methods. Without
performing lesion inpainting, our deep learning framework already
shows significantly smaller and more localized volume differences due
to the presence of WM lesions than the reference method. We then
evaluate the extent to which the lesion effect minimization techniques
reduce the error introduced on the measured tissue volumes. The FSL
package also provides a WM lesion inpainting method (Battaglini et al.,
2012), which is typically used along with FAST (Zhang et al., 2001). The
FSL pipeline doing WM lesion inpainting and brain tissue segmentation
is used as a baseline to compare against our deep learning approach.
Additionally, we also compare against the case where we first inpaint
the WM lesions with the FSL method and then perform the brain tissue
segmentation with our deep learning approach. The proposed method
doing end-to-end inpainting and tissue segmentation is faster and ob-
tains significantly lower volume differences, especially when consid-
ering larger WM lesions. Even when the FSL_inpainting method is used
to preprocess the image, our deep learning based tissue segmentation
model still achieves significantly lower error and better performance on
large WM lesions than the FSL pipeline. Thanks to the use of data-driven
techniques, we are able to learn from a reference method while mini-
mizing the WM lesion effect on the measured tissue volumes to almost
negligible levels. The development framework is available to the
research community at https://github.com/NIC-VICOROB/LITS.

2. Materials

Two different kinds of image datasets are used to train and evaluate
the proposed method, healthy brain scans and lesioned brain scans with
manually delineated WM lesion masks comprising small and large le-
sions from patients with multiple sclerosis (MS) and other pathologies.
These brain images are used to generate artificially lesioned and healthy
image pairs for training and evaluation. The location and morphology of
artificial WM lesions introduced in the T1-w healthy images are taken
from the WM lesion masks of lesioned brain scans, while their appear-
ance is simulated by sampling intensities between the means of GM and
WM tissue, similar to the work of Battaglini et al. (2012).

2.1. Healthy brain dataset

Calgary-Campinas Public Brain MR Dataset (Souza et al., 2018). This
dataset is composed of 359 T1-weighted brain scans from 359 healthy
adults with an average age of 53.5 + 7.8 years, ranging between 29 and
80 years. Images were acquired on scanners from three vendors (GE,
Philips, and Siemens) at two different magnetic field strengths of 1.5 T
and 3 T, approximately 60 scans were obtained per vendor. Most scans
in this dataset have a voxel size of 1.0 x 1.0 x 1.0 mm? except for sixty
scans acquired at 0.89 x 0.89 x 0.89 mm? and another sixty acquired at
1.33 x 1.0 x 1.0 mm®. The dataset also includes silver standard brain
masks generated through a consensus of several state-of-the-art auto-
matic skull stripping methods.
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2.2. Lesioned brain datasets

MSSEG Challenge (Commowick et al., 2018). The MSSEG Challenge
hosted at the MICCAI 2016 international conference provided a multi-
centric database for training consisting of 15 multimodal (T1-w, T1-w
gadolinium, T2-w, FLAIR and PD) MR images obtained from MS pa-
tients with an average lesion load of 20.8 + 19.9 ml. Images were ac-
quired on three different scanners at different voxel sizes: five images
from a Philips Ingenia 3 T scanner at 0.7 x 0.74 x 0.74 mm?>, five images
from a Siemens Verio 3 T scanner at 1.1 x 0.5 x 0.5 mm® and the
remaining five images from a Siemens Aera 1.5 T scanner at 1.25 x 1.03
x 1.03 mm?. The MR images were rigidly coregistered to the FLAIR scan,
which was manually annotated by 7 independent experts, and a
consensus gold standard WM lesion segmentation approach was built.

ISBI 2015 Longitudinal MS Lesion Segmentation Challenge (Carass et al.,
2017). This challenge provided a multimodal (T1-w, T2-w, FLAIR and
PD) training dataset with 21 longitudinal scans from five MS patients
with an average lesion load of 11.6 + 10.5 ml. Images were acquired on
a 3 T MRI Philips scanner with a voxel size of 0.82 x 0.82 x 1.17 mm°.
Manual delineations were made by two experts identifying and seg-
menting white matter lesions on the MR images. The MR images from
each subject as well as the expert WM lesion delineations were rigidly
coregistered to the T1-w scan.

WMH Challenge 2017 (Kuijf et al., 2019). The training set provided
60 sets of brain MR images (3D T1 and 2D multislice FLAIR) from 60
subjects of two memory clinics showing cognitive impairment of pre-
sumed vascular origin with an average lesion load of 17.5 + 17.1 ml.
Images were taken with five different 3 T MR scanners from three
different vendors (Siemens, Philips and GE) with voxel sizes of 1.0 x 1.0
x 1.0 mm® and 0.94 x 0.94 x 1.0 mm?>. The FLAIR scans from each
subject were resampled and coregistered to the 3D T1 scan via an affine
transform. The provided gold standard was made with manual annota-
tions of white matter hyperintensities (WMHs) made by experts in
accordance with the STandards for Reportlng Vascular changes on
nEuroimaging (STRIVE) criteria (Wardlaw et al., 2013).

2.3. Preprocessing

In the image preprocessing stage, we generate the healthy and
lesioned image pairs that are used for training and evaluation. The
location and morphology of artificial WM lesions are obtained from WM
lesion masks of the three lesioned brain datasets that are registered to
the healthy dataset scans. In practice, all the available WM lesion masks
from lesioned datasets are registered to each of the T1-w healthy images,
allowing the generation of several artificially lesioned scans from a
single healthy scan. The registered WM masks are then used to generate
artificial lesions in the healthy T1-w brain scans with the intensities
located within the GM/WM interface. The preprocessing steps are
explained in detail in the following sections.

2.3.1. Skull-stripping

The healthy scans belonging to the Calgary-Campinas dataset im-
ages need to be skull-stripped before segmenting with FAST to consider
only the intensities corresponding to the intracraneal cavity. For this, we
use the provided silver brain masks, which are applied to generate the
skull-stripped images. For the lesioned brain datasets, two of them
(MICCAI 2016 MS lesion segmentation challenge and ISBI 2015 Longi-
tudinal MS Lesion Segmentation Challenge) were already skull-stripped,
while the WMH Challenge 2017 dataset is processed using ROBEX
(Iglesias et al., 2011) on the T1-w images.

2.3.2. Lesion mask registration

In this step, all the available lesioned scans are linearly registered to
each of the healthy images, obtaining several artificial WM lesion mask
instances in the space of each healthy scan. This process is performed
independently for the training and evaluation image sets. To avoid

Computerized Medical Imaging and Graphics 103 (2023) 102157

performing a large number of registrations, we first register all the
healthy and lesioned images to a common space and then combine these
transforms to obtain the desired transforms. Linear affine registration is
performed with the skull-stripped T1-w images from both healthy and
pathological datasets to the MNI ICBM 152 nonlinear 6th Generation
Symmetric Average Brain template using FSL FLIRT (Jenkinson and
Smith, 2001; Jenkinson et al., 2002) with default parameters. This re-
sults in a linear transform matrix T(I, MNI) for each image I, which can
also be inverted to obtain T(MNLI). Then, for any pair of healthy H and
lesioned L images, we can compute T(L,H) using the previously
computed transforms to the MNI as follows:

T(L,H) = T(L,MNI) » T(MNI, H) @

T(L,H) is computed for each lesioned and healthy control image pair
and then applied to the binary WM lesion mask using nearest neighbor
interpolation. Finally, we ensure that the registered lesions are intro-
duced only to the WM of healthy images. For this, we use FAST (Zhang
et al., 2001) to obtain a binary WM mask for each healthy image and
keep only the voxels from registered lesion masks that are also classified
as WM in the healthy image.

2.3.3. Artificial WM lesions

The registered WM lesion masks are then used to generate several
artificially lesioned images from each healthy image. The artificial
lesion intensities are filled as in the work of Battaglini et al (Battaglini
et al.,, 2012)., which presented and evaluated the lesion inpainting
method we use as a baseline. In their approach, a preliminary FAST
(Zhang et al., 2001) tissue segmentation is used to estimate the mean
intensities of GM and WM and is then used to generate the intensity
distribution for artificial lesions. These are then filled with intensities
between the normally appearing GM and WM, with a mean equal to the
average of the GM and WM means and a standard deviation equal to a
fourth of the interval between the GM and WM means (Battaglini et al.,
2012).

During training and inference of the proposed methodology, the
artificial lesion intensities are effectively ignored as they are occluded by
filling them with zeros. Hence, the intensities of artificial lesions are
only useful for evaluating the WM lesion effect of tissue segmentation
methods when no inpainting is used.

3. Methods

The proposed deep learning brain tissue segmentation framework
consists of a 3D patch-based approach which learns from the outputs of
FAST (Zhang et al., 2001), an automatic brain tissue segmentation
method implemented in the FSL package. The backbone of our frame-
work consists of a 3D network, depicted in Fig. 1, which is derived from
the U-Net architecture (Ronneberger et al., 2015) and uses residual
convolution blocks and skip connections. The convolutional layers use 3
x 3 x 3 kernels and are always preceded, except for the input and output
nodes, by a batch normalization (BN) layer (Ioffe and Szegedy, 2015)
and a parametric rectified linear unit (PReLu) activation (Nair and
Hinton, 2010). The parameter distribution of the model is asymmetrical
with respect to the residual blocks of the encoder using two convolu-
tional layers, while a single layer is used in the decoder. The network has
4 resolution levels where the feature maps are downsampled by 2 x 2 x
2 in each level of the encoder and upsampled by the same factor in the
decoder. Downsampling is performed by concatenating the result of a
max pooling operation and strided convolution as proposed by Szegedy
et al (Szegedy et al., 2016)., while upsampling is performed with a
transposed convolution that learns the upsampling operator for each
feature map.

Within our patch-based deep learning framework, the introduction
of a WM lesion in a healthy brain scan produces segmentation differ-
ences at both global and local levels. Global differences appear when the
modification of a small part of the input has an effect on the output
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Fig. 1. Diagram of the U-Net derived model used as the backbone of our deep learning brain tissue segmentation framework. The network consists of a 3D U-Net
model using residual convolution blocks and skip connections. The parameter distribution is asymmetrical, with the residual blocks of the encoder using two
convolutional blocks while a single block is used in the decoder. In the convolutional layers (Conv), Ky Ky K,@I[S,,Sy,S,] indicates the kernel and stride dimensions in
each axis. The gray boxes represent the feature maps with the number of channels indicated above or under it. The numbers of input and output feature maps are

denoted I and O, respectively.

segmentation of the whole image. On the other hand, local differences
are those where only the altered region and its neighborhood are
affected. The main source of global segmentation differences in the
proposed method is caused by input normalization which is applied to
the T1-w scan. Input normalization is a technique used to homogenize
the range and statistics of neural network inputs so that the variation is
reduced and the model can be more finely tuned to the expected input
values. Since our aim is to correctly segment the healthy tissue regard-
less of any intensity changes caused by the development and evolution
of WM lesions, we want an input normalization procedure that is
invariant to these appearance changes. Due to the combinatorial nature
of neural networks, small perturbations in the input values can cause
large output differences; thus, a small shift in the normalization pa-
rameters could have a measurable effect on the segmented tissue vol-
umes. To minimize this, we propose the use of a minmax input
normalization operation for T1-w MR images that maps intensities be-
tween the 0.05% and 99.95% percentiles to the [—1,1] interval and then
clamps to that same interval to clip any outliers within the desired range.
This kind of normalization has much less variability between the healthy
and artificially lesioned images than other tested techniques, such as z
score normalization (zero mean and unit standard deviation) or in-
tensity rescaling to the 0-1 range. Local segmentation differences due to
the appearance of WM lesions are introduced not only to the lesioned
voxels and their neighborhood but also to the whole patch where a
lesioned voxel appears. Within the proposed patch-based approach, the
introduction of artificial lesions in part of a patch will affect the output
probabilities of the whole patch. During inference, the input image is
sliced into patches to be segmented and then recombined for whole
image segmentation. A larger patch size means that a larger proportion
of patches contain lesioned voxels which introduce segmentation dif-
ferences further from the lesioned voxels. Consequently, patch size is an
important parameter for mitigating the local effect of WM lesions in
patch-based brain tissue segmentation. To select the patch size, we
empirically tested 5 isotropic patch sizes between 8 x 8 x 8 and
40 x 40 x 40. The best compromise between tissue segmentation per-
formance and reducing the aforementioned differences is achieved by
using a patch size of 16 x 16 x 16.

To minimize the WM lesion effect within the proposed deep learning
segmentation framework, we propose a multi-task double U-Net

architecture, depicted in Fig. 2, where the first network performs
inpainting and the second network segments the brain tissues. The aim is
to obtain a segmentation model that can minimize the effect that a WM
lesion has on its healthy neighborhood so that it can be correctly
segmented despite the adjacent abnormal intensities. The proposed
method takes a skull-stripped brain scan along with its binary WM lesion
segmentation and outputs a probability distribution of brain tissue (CSF,
GM and WM) for each input voxel. The lesioned area is occluded with
zero-valued voxels before input to the network. First, the inpainter
network inpaints any occluded lesion voxels in the input patch and tries
to reconstruct the originally healthy intensities. The inpainted patch is
then masked before tissue segmentation, keeping only the inpainted
voxels from the first network and taking the original intensities for the
rest of nonlesioned voxels. Finally, the second U-Net performs brain
tissue segmentation from the inpainted masked patch and outputs a
brain tissue probability distribution for each input voxel. During
training, we input artificially lesioned images and target the tissue
segmentation of the originally healthy image as output both networks
are trained simultaneously in an end-to-end manner to allow the seg-
mentation loss gradients from the second model to also backpropagate
through the inpainter. This regularizes the inpainter toward inpainting
in a way that should also help the tissue segmenter to more accurately
approximate the healthy tissue probabilities. In this way, the goal of the
inpainter is not to faithfully and accurately approximate the healthy T1
intensities, but rather, we want the tissue segmentation model to better
approximate the healthy tissue probabilities regardless of any occluded
zero-valued regions.

In the double chained U-Net configuration, the input of the first U-
Net is a T1-w patch with WM lesions occluded and the binary WM lesion
mask. The output of the inpainter is activated by a hyperbolic tangent
function (tanh) to map the range of output intensities within the same
[—1,1] interval of input normalization. The input of the second network,
the segmenter U-Net, is an inpainted T1-w patch and its output is acti-
vated using the Softmax function to obtain a tissue probability distri-
bution for each input voxel.

3.1. Training

The double U-Net system is trained end-to-end using both the healthy
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Fig. 2. Overview of the proposed patch-based double chained 3D U-Net architecture performing end-to-end inpainting and brain tissue segmentation. The binary
WM lesion mask is used to occlude the lesion from the input patch with zero-valued voxels and is also input to the inpainter. Inpainted masking takes the inpainter
output only for lesioned voxels and uses the original intensities for the rest of nonlesioned voxels. The tissue segmenter receives the inpainted masked patch and
outputs a probability distribution among the background, CSF, GM and WM classes.

and artificially lesioned images as inputs, targeting the healthy image
tissue probabilities as output in both cases. For the artificially lesioned
images, the parameters for input normalization are computed only from
the nonlesioned brain voxels. To train the proposed patch-based
method, we first generate patch training and validation sets. From the
training image set, we use 90% of the subjects to build the training patch
set and the remaining 10% for the validation patch set. In total, we
extract 1 million patches, 900,000 for training and 100,000 for valida-
tion. These patches are extracted centered on a set of voxels sampled
using a deliberate strategy to balance the representation of segmentation
classes as well as the representation of patches with and without lesions
half of the patches are extracted evenly from the healthy images without
artificial lesions. For each image, the patch centers are sampled using a
preliminary FAST (Zhang et al., 2001) tissue segmentation as a guide to
obtain 10% centered on the background class and 30% each from the
CSF, GM and WM classes. The other half are taken evenly from all the
available artificially lesioned images, centered on occluded artificially
lesioned voxels. A random 3D offset of up to half the patch size is applied
to the healthy and lesion sampled centers to increase the representation
of boundaries. The model is then trained end-to-end using the Adadelta
optimizer (Zeiler, 2012) with a learning rate of 0.2 and a batch size of 32
patches. To prevent overfitting, early stopping is performed when the
loss on the validation set does not improve for 8 consecutive epochs. The
loss function used for training and validation is composed of a recon-
struction loss, used to train the inpainter, and a segmentation loss that is
used to train both the tissue segmenter and inpainter networks. The
reconstruction loss uses the mean squared error (MSE) between the
original healthy patch and the patch reconstructed by the inpainter. For
the segmentation loss, we use a version of the crossentropy loss using
probabilistic targets, the probabilistic crossentropy (PCE) loss. Given an
output voxel classification y over C classes and a target probability
distribution t, the PCE loss is defined as follows:

PCE(y,1) = Y0 ~yitn (Z]»CICXP(Y/) > @

By using probabilities as targets instead of categorical labels, we
encourage output segmentation that approximates the partial volume
probabilities between tissues instead of trying to maximize the proba-
bility of the most likely tissue class. Finally, the loss function L is defined
as follows:

L(Iy, St,1u, Su) = MSE(IL, 1)) + PCE(S., Sy) (3)

where IAL is the patch reconstructed by the inpainter, §Z is the tissue
probability predicted from the inpainted masked patch and Iy and Sy are
the originally healthy image intensities and brain tissue probabilities,
respectively.

3.2. Inference

Once the network weights are trained, inference is performed from
the T1-w MR image and its WM lesion mask by extracting overlapping
patches sampled uniformly with a step size of 5 x 5 x 5 and the same
patch size of 16 x 16 x 16 used during training. Performing inference
on highly overlapping patches helps reduce block boundary artifacts and
improve the spatial coherence of the output probabilities. These patches
are then passed through the trained network, obtaining a probability
distribution of brain tissue type for each voxel in each input patch. The
probability distributions of overlapping patches are then combined
through averaging into a common output segmentation space. Finally,
the output is normalized to ensure that the tissue probability distribu-
tions of each voxel add up to one.

3.3. Implementation details

The proposed method is implemented with Python, using the Torch
scientific computing framework (Paszke et al., 2017). All experiments
are done on a GNU/Linux machine running Ubuntu 18.04 with 128 GB
of RAM memory and an Intel® Core ™ i7-7800X CPU. Network training
and inference are performed with an NVIDIA 1080 Ti GPU (NVIDIA
Corp., United States) with 12 GB of G5X memory. Within our method,
each U-Net model has approximately 7.03 million trainable parameters,
which add up to a total of 14.06 million in the multi-task double U-Net
configuration. In our system, the total training time of the proposed
method is 22.25 h with an average inference time of 55 s per image in all
tests performed. The development framework is available to the
research community at https://github.com/NIC-VICOROB/LITS.

4. Evaluation and results

In this section, we evaluate the segmentation performance of the
proposed methodology as well as the influence of WM lesions with and
without lesion effect minimization. First, the healthy and pathological
datasets are randomly split into a training and validation image set to
train the proposed methodology and a testing set exclusively used for
evaluation of the reported experimental results. From the Calgar-
y—Campinas dataset, 45 scans are used for testing, 15 from each scanner,
and the remaining 312 are used for training. The 15 WM lesion masks of
the MSSEG Challenge dataset are split into 12 for training and 3 for
testing. From the ISBI 2015 Longitudinal MS Lesion Segmentation
Challenge dataset, 13 WM lesion masks are taken from 3 subjects for
training and 8 masks are taken from the other 2 subjects for testing.
Finally, we split the WMH Challenge 2017 dataset into 54 masks for
training and 6 for testing. In total, the training set contains 312 healthy
brain scans, each with 79 registered WM lesion masks, which amounts to
24,648 healthy and artificially lesioned training image pairs. The testing
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set is composed of 45 healthy brain scans, each with 17 registered WM
lesion masks, making a total of 720 healthy and artificially lesioned
testing image pairs. In this way, we ensure that none of the healthy T1-w
images or registered lesion masks used during training are used for the
evaluation.

To quantitatively evaluate the segmentation differences between
healthy and artificially lesioned images, we use the absolute volume
difference metric defined in Eq. (4), which is computed separately for
the volumes of segmented GM and WM tissues.

}Vlesioned - Vhea]lhy}

Abs. volume difference (%) = 100- ()]

healthy

Within the proposed methodology, we also evaluate the differences
that WM lesions introduce at local and global scales. In the proposed
patch-based method, the introduction of artificially lesioned voxels has a
local effect by altering the output probabilities of the whole patch in
which they appear. At the global level, the artificially lesioned voxels
can alter the input normalization parameters and shift the input values
for the whole image, which leads to global output segmentation differ-
ences. To evaluate these two effects separately, we also compute the
evaluation metrics in two regions of interest (ROIs) related to the lesion
neighborhood and patch size. To study the WM lesion effect at a local
scale, we define the within lesion neighborhood ROI as all the voxels that
might appear along the artificial WM lesion in an input patch. More
specifically, we include all normally appearing tissue within a patch side
length, 16 voxels, of an artificially lesioned voxel in any of the three
dimensions. To study the global WM lesion effect, we define the outside
lesion neighborhood ROI that encompasses all normally appearing voxels
at a distance of a patch side length, 16 voxels, or more from an artifi-
cially lesioned voxel in all three dimensions.

To assess the statistical significance of differences between the seg-
mentation differences of the baseline and proposed approaches we
consider the paired t-test for related samples.

4.1. Tissue segmentation

We evaluate the learned tissue segmentation model of the proposed
approach by comparing it to FAST (Zhang et al., 2001), the reference
method used during training. For this, we segment the 45 testing set
images of the healthy dataset without artificially added lesions and
compute the Dice similarity coefficient (DSC) with respect to the refer-
ence segmentations for the same images. The proposed approach obtains
a DSC of 94.6 + 2.5% in whole brain tissue (CSF + GM + WM) seg-
mentation and a DSC of 99.0 + 0.1% in parenchyma (GM + WM) seg-
mentation. When individual tissues are considered, the DSCs are 94.6
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+ 3.4% and 96.9 + 1.6% for the GM and WM classes respectively. These
results are in line with those of similar deep learning methods also using
FAST segmentations as training targets (Rajchl et al., 2018).

Fig. 3 shows qualitative results of segmentation from FAST and the
proposed approach as well as the differences between them, which are
mainly located within tissue interfaces and in the brain mask edges the
large segmentation differences located in the outer brain border appear
because FAST assumes every nonzero voxel within the given brain mask
has to be segmented as one of the tissues, which in this case is CSF. In
contrast, the proposed approach does not make this assumption and
mostly classifies voxels in the outer brain border as background instead
of CSF. Although the interfaces between tissues with a strong partial
volume effect are also a source of segmentation differences, Fig. 3d
shows that the changes in classified tissues are due to quite small
probability shifts that bias the most likely tissue class one way or the
other. The probability differences are larger in the interfaces between
WM and CSF, such as the ventricle border and, especially, in its lower
left part. In these regions, the partial volumes between GM and CSF take
an intensity value similar to that of the GM class and are mostly classi-
fied by FAST as GM, while the proposed deep learning approach tends to
classify them as mostly WM.

4.2. Lesion effect

We evaluate the effect of WM lesions on tissue segmentation when no
WM lesion effect minimization techniques are used. For this, we segment
the healthy and artificially lesioned testing image pairs and compute the
volume differences between each pair for GM and WM tissues. In this
experiment, the inpainting network of the proposed method is essen-
tially turned off, as empty WM masks are used for inference and artificial
lesions are not occluded in the input images. We also evaluate the WM
lesion effect on the FAST (Zhang et al., 2001) tissue segmentation
method from the FSL package. Table 1 shows the absolute volume dif-
ferences of GM and WM volumes for FAST and our deep learning seg-
mentation method without inpainting. Overall, the proposed method is
significantly less influenced by the presence of WM lesions at both local
and global scales than FAST (p < 0.01). The proposed segmentation
method shows an almost exclusively local influence, as nearly all the
differences are located within the lesion neighborhood ROL. In contrast,
the FAST segmentation method has a mostly global lesion influence,
with high volume differences both within and outside the lesion
neighborhood ROL.

Fig. 4 shows the tissue probability differences from a representative
example of the lesion effect experiment for both tissue segmentation
methods. In both cases, artificially lesioned voxels display large

(a) Healthy T1-w

(b) FAST segmentation

(c) Proposed segmentation (d) Segmentation differences

Fig. 3. Comparison of segmentation results of FAST (b) and the proposed approach (c). (d) Absolute probability differences of voxels changing their most likely tissue
class overlaid with a yellow to red colormap, where yellow corresponds to a difference of 0.02 and red corresponds to a difference of 1.0 or higher in the voxelwise
sum of absolute probability differences. Differences between both methods are mainly located within tissue interfaces and in the outer brain border.
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Table 1
Abs. volume differences (%) of the GM and WM of the healthy and artificially
lesioned testing image pairs. The absolute volume differences of the proposed
approach are all significantly lower (p < 0.01) than those of the baseline FAST
method.

FAST Proposed (without inpainting)
Tissue mean =+ std median mean =+ std median
(i) Whole brain
GM 0.89 + 1.14 0.27 0.07 £+ 0.09 0.05
WM 1.22 +1.58 0.35 0.10 £ 0.11 0.07
(i) Within lesion neighborhood
GM 0.96 + 1.23 0.34 0.13 £ 0.11 0.10
WM 1.10 £ 1.50 0.26 0.13 +£0.13 0.11
(iii) Outside lesion neighborhood
GM 0.70 + 0.89 0.24 0.01 + 0.03 0.00
WM 1.91 + 2.66 0.54 0.01 + 0.06 0.00

Computerized Medical Imaging and Graphics 103 (2023) 102157

probability shifts caused by their newer darker intensities. The effect is
not limited to these voxels and spreads to their neighborhood and even
to the rest of the image. The FAST tissue segmentation method shows a
large number of sparse small and medium probability differences mainly
located in the interfaces between GM and WM tissue throughout the
whole image. In contrast, the proposed patch-based deep learning
approach displays groups of small probability shifts located around the
artificially lesioned voxels and nearby structures. The differences are
exclusively located in the within lesion neighborhood ROI, with no dif-
ferences in the rest of the image. In contrast, the segmentation differ-
ences of FAST appearing within the whole image add up to a larger
volume shift.

4.3. Lesion effect minimization
In this experiment, we evaluate how well the WM lesion effect

minimization techniques reduce the GM and WM volume differences
between segmentations of healthy and artificially lesioned images. In

(a) Healthy

(b) Artificially lesioned

(c¢) Lesion mask and ROIs

(d) FAST differences (e) Proposed differences

(no inpainting)

Fig. 4. Representative example of the absolute segmentation differences between healthy and artificially lesioned brain tissue segmentations without WM lesion
effect minimization. Columns 4a and 4b show three axial slices from the healthy and artificially lesioned images that were segmented. In 4c, the artificial lesion mask
is shown in white, the within lesion neighborhood ROI is shown in green and the outside lesion neighborhood ROI is shown in blue. In 4d and 4e, the absolute probability
differences are shown overlaid in a yellow to red colormap, where yellow corresponds to a difference of 0.02 and red corresponds to a 1.0 or greater difference in the
voxelwise sum of both GM and WM absolute probability differences. While the proposed approach shows large clusters of small differences close to the artificially
lesioned voxels, FAST is affected by a larger number of sparsely distributed differences over the whole image which, overall, add up to a larger shift in measured

tissue volumes.
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the proposed approach, we perform end-to-end inpainting and seg-
mentation by occluding the artificial lesions with zero-valued voxels and
providing the WM lesion mask as an additional input to our network. As
a baseline comparison, we evaluate the WM lesion inpainting algorithm
(FSL_inpainting) provided in the FSL package (Battaglini et al., 2012) to
fill the lesion intensities before segmenting the brain tissues with FAST
(Zhang et al., 2001). We also evaluate the use of FSL_inpainting to
inpaint the WM lesions prior to performing brain tissue segmentation
with our deep learning model which, in this case, is provided with empty
WM lesion masks to avoid using the inpainter network.

The absolute volume differences of the segmentations of healthy and
artificially lesioned versions of the same image are summarized in
Table 2. Compared with the results in Table 1, the use of FSL_inpainting
and our proposed method significantly reduce the volume differences
for all methods (p < 0.01). Compared with the FSL_inpainting + FAST
pipeline, the FSL_inpainting + Proposed method obtains significantly
lower volume differences in all the considered ROIs (p < 0.001). This
shows that the proposed deep learn- ing brain tissue segmentation
framework is more robust to the error introduced by WM lesions even
when using classical inpainting methods. Compared with FSL_inpainting
+ FAST, the proposed approach obtains significantly lower volume
differences in all ROIs (p < 0.001). However, when comparing with the
FSL_inpainting + Proposed approach, the proposed method obtains
significantly lower Whole brain and within lesion neighborhood volume
differences (p < 0.001), but significantly higher outside lesion neighbor-
hood differences (p < 0.01). In this case, the input normalization pa-
rameters are much less affected by the intensities inpainted by FSL_in-
painting than by the zeroes that are used to occlude those same voxels
within the proposed approach. The outside lesion neighborhood ROI dif-
ferences of the proposed approach increase significantly compared to
those without performing inpainting in Table 1 (p < 10~%). This is due to
the occlusion with zeroes that we perform to the artificially lesioned
voxels in the proposed approach, which slightly change the value of
input normalization parameters and increase the segmentation differ-
ences for the whole image.

Fig. 5 shows the correlation between the artificial lesion volume and
absolute GM and WM volume differences for the evaluated methods.
Larger lesion loads tend to increase the segmentation differences for all
methods, however, the ones using our deep learning based brain tissue

Table 2

Abs. volume differences (%) of the GM and WM of the segmentations of healthy
and artificially lesioned testing image pairs when using lesion effect minimiza-
tion techniques. Compared with the FSL inpainting + FAST method, both the
Proposed and FSL_inpainting + Proposed approaches obtain significantly lower
volume differences in all ROIs than the FSL_inpainting + FAST pipeline
(p < 0.001). When comparing with the FSL_inpainting + Proposed approach, the
proposed method obtains significantly lower whole brain and within lesion
neighborhood volume differences (p < 0.01).

FSL_inpainting + FSL_inpainting + Proposed
FAST Proposed

Tissue mean median mean median mean median
+ std + std + std

(i) Whole brain

GM 0.05 0.014 0.02 0.009 0.01 0.004
+ 0.09 + 0.03 + 0.03

WM 0.08 0.020 0.03 0.012 0.02 0.005
+0.14 +0.04 +0.04

(i) Within lesion neighborhood

GM 0.06 0.019 0.04 0.021 0.02 0.008
+0.10 +0.04 +0.03

WM 0.08 0.018 0.04 0.020 0.02 0.007
+0.14 + 0.04 + 0.03

(iii) Outside lesion neighborhood

GM 0.04 0.011 0.01 0.000 0.01 0.000
+0.07 +0.02 +0.03

WM 0.13 0.032 0.01 0.000 0.03 0.000
+0.23 +0.04 +0.07
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segmentation model show a much lower error when larger lesion vol-
umes are considered. This shows that the poor performance of the FSL
pipeline on big lesions is not related to FSL_inpainting, since the pro-
posed deep learning based tissue segmentation framework also takes in
images preprocessed with FSL inpainting and performs much better on
larger lesion loads.

In terms of execution time, a brain tissue segmentation done with
FAST within our system takes an average of 3.25 min per scan, while the
FSL_inpainting part takes less than a second to complete. In total, the FSL
pipeline doing WM lesion inpainting and tissue segmentation takes
7 min to process a scan since it requires two separate FAST executions,
one to obtain the white matter segmentation mask required by FSL _in-
painting and another to obtain the actual brain tissue segmentation from
the inpainted image. In contrast, the proposed method doing end-to-end
inpainting and tissue segmentation takes an average of 1 min to process
a single scan.

5. Discussion

In this work, we focused on deep learning methods for brain tissue
segmentation and performed the first study on the effect of WM lesions
in this kind of approaches. We have proposed a deep learning based
framework for brain volumetry which learns from a reference classical
method and incorporates techniques to deal better with pathological
cases having WM lesions. We have also proposed a multi-task double U-
Net architecture, along with a training data generation procedure, to
embed the WM lesion effect reduction within the brain tissue segmen-
tation method itself. In our approach, instead of performing lesion
inpainting in a previous separate step, we perform end-to-end WM lesion
inpainting and brain tissue segmentation. By jointly optimizing both
tasks, the inpainter is also trained to aid in the segmentation task
through the gradient updates coming from the segmentation loss. In this
sense, the actual quality or accuracy of inpainting in our framework is
not important as long as the output segmentation more faithfully ap-
proximates the healthy tissue probabilities.

Without any kind of lesion inpainting, the tissue volumes provided
by the proposed deep learning based framework are much less affected
by the presence of WM lesions compared to the reference method used
for training. Since the introduced artificial lesions affect the tissue
probabilities of the patches where they appear, the use of a small patch
size constrains the local effect to a smaller area around the lesion.
Artificial lesions also change the estimated input normalization pa-
rameters which are calculated using all the image intensities. However,
the proposed input normalization based on image percentiles is quite
robust against these intensity changes and avoids any global segmen-
tation differences in most cases. In comparison, FAST is affected by a
larger number of sparse segmentation differences spread out over the
whole image which, overall, add up to a larger shift in measured tissue
volumes. This is most likely due to the initial k-means clustering step
that FAST performs over the entire image to estimate the mean intensity
of each tissue, which is later used during the estimation of partial vol-
ume probabilities. The introduction of artificial lesions biases the esti-
mated mean intensity of each tissue which in turn biases the estimation
of partial volume distributions, producing the observed segmentation
differences in the interfaces between tissues.

In terms of WM lesion effect minimization, both the FSL_inpainting
and our proposed approach significantly reduce their effect on the
measured tissue volumes. However, we obtain significantly lower vol-
ume differences than the baseline FSL pipeline, especially when
considering larger lesion loads. The results in Fig. 5 show that our deep
learning tissue segmentation framework provides significant improve-
ment even when using FSL inpainting to preprocess the images.
Furthermore, our proposed deep learning framework is faster, taking
just under a minute to segment a whole brain scan while the baseline FSL
pipeline takes an average of 7 min.

The main limitation of this study is that we cannot assess or evaluate
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Fig. 5. Correlation of artificial lesion volume and the absolute volume differences (%) of the GM and WM of healthy and artificially lesioned images when using

lesion inpainting.

the accuracy and precision of the learned tissue segmentation model and
its lesion effect minimization performance on real WM lesions. Due to
the way in which the proposed approach is trained, this requires a large
database of MR images with manually annotated brain tissue and WM
lesions of both healthy and pathological subjects. However, there is no
such database, and our evaluation has therefore been limited to relative
comparisons with FAST as the gold standard on artificially lesioned
images. In this sense, our approach presents a lower WM lesion effect
with and without inpainting with a Dice similarity coefficient of 94.6
+ 2.5% relative to FAST brain tissue segmentations. Unlike supervised
learning methods using manually annotated segmentations for training,
a higher DSC compared to that of the FAST segmentation is not indic-
ative of better quality or accuracy, just of higher similarity. Unlike FAST,
deep learning methods suffer from the domain adaptation issue where
their performance is not guaranteed outside of the image domains used
during training. In this sense, a different MR scanner or acquisition
protocol than those used during training would likely lead to a decreased
segmentation performance. In such cases, training a model from scratch
on the target image domain only requires a set of healthy MR images
from that domain to which WM lesion masks from publicly accessible
pathological scans can be registered to train the proposed method.
Another option is to use domain adaptation techniques that fine-tune
pretrained network weights to optimize the model for the target domain.

In the proposed method, accurate WM lesion segmentation is
required to obtain optimal results, and over or undersegmentation of the
WM lesion would still introduce volume errors in the output segmen-
tation. This could be an issue since manual lesion delineation or auto-
mated lesion segmentation is often performed on FLAIR MR images,
while brain tissue volumetry is usually performed on T1-w MR images
(Rovira et al., 2015). In this case, the FLAIR lesion segmentation mask is
usually registered to the T1 image and might not encompass all abnor-
mally appearing voxels in the target modality image. In the case of
oversegmentation, the method can deal just as well with the inpainting
and segmentation of larger occluded areas as long as they are to be
segmented as WM. Due to the way the method was trained, any occluded

voxel is assumed to be WM in its majority and will be segmented as such.
If the WM lesion is undersegmented, the lesioned voxels are not
inpainted, which introduces errors in neighboring tissue segmentation.
However, the experimental results without inpainting show that the
effect is still be smaller than that of FAST and confined to the under-
segmented lesioned voxels neighborhood.

6. Conclusions

In this work, we focus on deep learning based tissue segmentation
methods for brain volumetry and studied the error introduced by WM
lesions. We have proposed a deep learning framework for brain tissue
segmentation which is much less affected by WM lesions than the
reference method used to train thanks to the use of small patches and a
percentile-based input normalization. We have also proposed a multi-
task double U-Net architecture, along with a training data generation
procedure, which performs lesion inpainting and tissue segmentation in
an end-to-end manner and can reduce the WM lesion effect to almost
negligible levels. Reducing the effect of WM lesions is critical for accu-
rate and reliable cross-sectional volumetry or longitudinal brain atrophy
quantification. Typically, state-of-the-art atrophy quantification ap-
proaches are based either on boundary shift integration (Smith et al.,
2002) or Jacobian integration (Boyes et al., 2006), both of which rely on
prior accurate segmentation of brain tissue which needs to be robust
against the influence of WM lesions. Automated brain volumetry
methods are currently only used to evaluate the efficacy of experimental
therapies and to correlate with treatment outcomes in clinical studies.
Improving their accuracy would either strengthen the statistical signif-
icance of correlations or reduce the sample sizes needed to establish
them. In routine clinical practice, the use of brain volumetry methods is
discouraged for prognosis, such as assessing patient progression in MS
(Rovira et al., 2015). These methods are unreliable when applied to a
single subject instead of a large population due to the inherent technical
issues and other confounding factors that severely affect brain volu-
metry methods. Improving the accuracy and reducing the error from
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confounding factors such as WM lesions is critical to unlock brain
volumetry as an imaging marker for the prognosis of patients with
neurodegenerative diseases. In this sense, the proposed deep learning
methodology is significantly less affected by WM lesions and can mini-
mize the error they introduce in the measured tissue volumes.
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Chapter 6

Improving segmentation-based
brain atrophy quantification with
unsupervised deep learning using
tissue similarity regularization

In this chapter, we present our approach for segmentation-based longitudinal
atrophy quantification with an unsupervised deep learning approach using a
novel tissue similarity regularization that penalizes volume differences between
pairs of co-registered short interval scans. These scan pairs are typically used for
evaluation of quantification error by assuming that an ideal method would mea-
sure zero change between them. In our approach, we use this same assumption
to regularize the segmentation model during training and reduce the errors and
biases that are learned from the reference method. Typically, skull-stripping and
tissue segmentation are performed in separate steps, but here we perform them
in an end-to-end fashion so that the training regularization can also reduce the
intracranial cavity volume differences. While training is done with pairs of short
interval scans, inference in the longitudinal case is performed independently for
the baseline and follow-up scans.
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Abstract

Brain atrophy measurements derived from magnetic resonance imaging (MRI) are a promising marker for the diagnosis
and prognosis of neurodegenerative pathologies such as Alzheimer’s disease or multiple sclerosis. However, its use in
individualized assessments is currently discouraged due to a series of technical and biological issues. In this work, we
present an unsupervised deep learning pipeline for segmentation-based brain atrophy quantification that improves upon
the reference method from which it learns. This goal is achieved through tissue similarity regularization that exploits the a
priori knowledge that scans from the same subject made within a short interval must have similar tissue volumes. To train
the presented pipeline, we use unlabeled pairs of T1-weighted MRI scans having a tissue similarity prior, and generate the
target brain tissue segmentations in a fully unsupervised manner using the fsl_anat pipeline implemented in the FMRIB
Software Library (FSL). Tissue similarity regularization is enforced during training through a weighted loss term that
penalizes tissue volume differences between short-interval scan pairs from the same subject. In inference, the pipeline
performs end-to-end skull stripping and brain tissue segmentation from a single T1-weighted MRI scan in its native space,
i.e., without performing image interpolation. For longitudinal evaluation, each image is independently segmented first,
and then measures of change are computed. We evaluate the presented pipeline in two different MR datasets, MIRIAD
and ADNI1, which have longitudinal and short-interval imaging from healthy controls (HC) and Alzheimer’s disease
(AD) subjects. In short-interval scan pairs, tissue similarity regularization reduces the quantification error and improves
the consistency of measured tissue volumes. In the longitudinal case, the proposed pipeline shows reduced variability of
atrophy measures and higher effect sizes of differences in annualized rates between HC and AD subjects. Our pipeline
obtains a Cohen’s d effect size of d = 1.89 on the MIRIAD dataset, an increase from the reference pipeline used to train
it (d = 1.01), and higher than that of STENA (d = 1.73), a well-known state-of-the-art approach. In the ADNI1 dataset,
the proposed pipeline improves its effect size (d = 1.39) with respect to the reference pipeline (d = 0.80) and surpasses
SIENA (d = 1.33). The proposed data-driven deep learning regularization reduces the biases and systematic errors
learned from the reference segmentation method, which is used to generate the training targets. Improving the accuracy
and reliability of atrophy quantification methods is essential to unlock brain atrophy as a diagnostic and prognostic
marker in neurodegenerative pathologies.

Keywords: magnetic resonance imaging, brain tissue segmentation, deep learning, brain atrophy quantification

1. Introduction (AD) (Pini et al., 2016) and multiple sclerosis (MS) (Rocca
et al., 2017). Magnetic resonance imaging (MRI) allows for
noninvasive quantitative measures of global and regional

atrophy of the brain parenchyma. These measurements

Global and regional brain atrophy quantification has
been shown to be a relevant marker for prognosis of neu-

rodegenerative pathologies, such as Alzheimer’s disease
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are typically obtained from longitudinal T1-weighted (T1-
w) images, on which there is good contrast between the
cerebrospinal fluid (CSF) and the distinct gray matter
(GM) and white matter (WM) components that form the
brain parenchyma. Methods for brain atrophy quantifi-
cation are currently affected by a number of confounding
factors related to image acquisition, technical issues and
pathophysiological changes (Sastre-Garriga et al., 2020),
reducing their reliability and applicability. Although MRI-
derived measurements of atrophy have proven useful for
clinical population studies analyzing disease progression

December 20, 2022



or treatment effects, they are still not considered suffi-
ciently accurate or reliable for their use in individualized
assessments (Rovira et al., 2015).

In general, longitudinal brain atrophy quantification
methods can be classified into either segmentation-based
or registration-based techniques. In segmentation-based
methods, a target set of structures or tissues is indepen-
dently segmented in each of the longitudinal scans, and
atrophy is quantified from differences in the measured vol-
umes. In contrast, registration-based techniques derive
measures of atrophy from the observed spatial deformation
of structures or tissues between two longitudinal scans.
Segmentation-based methods are typically regarded as less
accurate and more variable than their registration-based
counterparts, and their use has been discouraged for longi-
tudinal studies (Sastre-Garriga et al., 2017). Although
several segmentation-based methods for cross-sectional
brain volumetry from T1-w MRI have been proposed in
the recent literature, only SIENA-XL (Battaglini et al.,
2018) has been purposefully built for longitudinal imag-
ing. Registration-based methods are typically preferred for
longitudinal change analysis since they have lower quan-
tification error and better sensitivity to atrophy changes
(Sastre-Garriga et al., 2017). SIENA (Smith et al., 2002) is
a well-known and widely used registration-based atrophy
quantification method based on the boundary shift integral
(BSI) (Freeborough and Fox, 1997). Within SIENA, atro-
phy is measured between two linearly registered scans from
the surface displacement of the interface between GM and
WM, which was obtained from FAST (Zhang et al., 2001)
tissue segmentations of each scan. Measures of longitudinal
change can also be derived from the deformation fields
obtained from nonlinear registration between baseline and
follow-up. The work of Holland and Dale (2011) used the
deformation field to approximate voxels as irregular hexa-
hedrons and directly compute the fractional volume change
of a certain region between timepoints. More recently,
methods based on Jacobian integration of displacement
fields have shown further improvements, such as larger
effect sizes and lower quantification error (Nakamura et al.,
2014; Smeets et al., 2016). These methods measure volume
changes by integrating the determinant of the Jacobian
of a nonlinear transformation between two longitudinal
scans. The region for integration is typically obtained
from a cross-sectional segmentation of tissues or structures
in one of the scans. It is worth noting that even within
registration-based methods, some form of cross-sectional
segmentation of tissue or structures is still needed.

In recent years, deep learning techniques have achieved
higher levels of accuracy and performance in brain MRI seg-
mentation tasks for Alzheimer’s disease (Yamanakkanavar
et al., 2020). Several deep learning approaches have been
recently proposed for cross-sectional brain tissue segmenta-
tion using a mix of automated and manually annotated data.
QuickNAT (Guha Roy et al., 2019) is first trained on auto-
mated segmentations made with FreeSurfer (Fischl et al.,
2002) and then fine-tuned on manually delineations of brain

tissue. In contrast, FastSurfer (Henschel et al., 2020) and
NeuroNet (Rajchl et al., 2018) are both trained solely on au-
tomated brain tissue segmentations made with FreeSurfer
(Fischl et al., 2002) and FSL (Jenkinson et al., 2012), re-
spectively, two of the most frequently used automated tools
for neuroanatomical analysis. These approaches achieve
greater consistency, reliability and shorter execution time
than the reference methods on which they were trained.
Moreover, both QuickNAT and FastSurfer also demonstrate
improvements with respect to longitudinal brain atrophy
quantification, having lower short interval error and higher
sensitivity to atrophy changes. For pathological cases with
brain lesions, Dorent et al. (2021) used several disjoint
heterogeneous datasets with manual annotations to learn
a joint brain tissue and lesion segmentation model. This
approach is much more robust to the volumetric errors
introduced by the presence of abnormal brain lesions and
can also deal with a variable number of input modalities.
While advances in methods for cross-sectional brain tissue
segmentation can be used by atrophy quantification ap-
proaches to improve their longitudinal results, there is still
no deep learning approach that is purposefully built toward
improving brain tissue segmentation in the longitudinal
case.

In this work, we present an unsupervised deep learning
pipeline for segmentation-based brain atrophy quantifica-
tion that uses tissue similarity regularization to improve
upon the reference method used for training. The proposed
regularization exploits a priori knowledge that pairs of scans
from the same subject made within a short interval must
have similar brain tissue volumes. The pipeline is trained
using a set of short-interval scan pairs from which training
targets are generated in a fully unsupervised manner using
the fsl_anat pipeline provided in FSL. The reference tis-
sue segmentations are obtained from fsl_anat in a similar
fashion to SIENA-XL (Battaglini et al., 2018) by merging
the resulting brain tissue segmentation of FAST (Zhang
et al., 2001) and the deep gray matter structures of FIRST
(Patenaude et al., 2011). Tissue similarity regularization is
enforced during training through a weighted loss term that
penalizes volume differences between similar scan pairs.
In inference, the pipeline acts on a single T1-w scan in
its native space and performs end-to-end skull stripping
and brain tissue segmentation. For longitudinal evaluation,
each image is independently segmented, and then change
measures are computed. We performed a quantitative and
qualitative evaluation of the improvements in brain atrophy
quantification using two publicly accessible longitudinal
MR datasets, MIRIAD and ADNI1. The presented pipeline
improves upon the reference method used for training by
having a lower quantification error, better intracranial cav-
ity consistency and higher sensitivity to differences in brain
atrophy rates between healthy controls and Alzheimer’s
disease (AD) patients.



2. Materials

2.1. MIRIAD dataset

The Minimal Interval Resonance Imaging in Alzheimer’s
Disease (MIRIAD) dataset (Malone et al., 2013) is a pub-
licly accessible series of longitudinal T1 MRI scans of 46
mild—moderate Alzheimer’s subjects and 23 healthy con-
trols with an average age of 69.5+7.1 years old. The dataset
consists of longitudinal scans taken at intervals of 2, 6, 14,
26, 38 and 52 weeks and 18 and 24 months from baseline,
as well as rescan images at three of the timepoints, for both
AD and controls. The rescan images were taken during
three of the scanning sessions (0, 6 and 38 weeks) without
repositioning of the subject. All scans were taken by the
same radiographer on the same 1.5 T Signa MRI scanner
(GE Medical systems, Milwaukee, WI, USA) with a voxel
size of 0.9375 x 1.5 x 0.9375 and total image dimensions of
256 x 124 x 256. In our study, we consider both the rescan
image pairs and the baseline to 2-weeks image pairs to have
a tissue similarity prior that can be used for regularization.
From the original dataset, some images were discarded
due to poor scan quality or movement artifacts; details on
which image pairs were used for training and evaluation
can be found in the supplementary material.

2.2. ADNI! data

Data used in the preparation of this article were ob-
tained from the Alzheimer’s Disease Neuroimaging Initia-
tive (ADNI) database (adni.loni.usc.edu). The ADNI was
launched in 2003 as a public-private partnership, led by
Principal Investigator Michael W. Weiner, MD. The pri-
mary goal of ADNI has been to test whether serial magnetic
resonance imaging (MRI), positron emission tomography
(PET), other biological markers, and clinical and neuropsy-
chological assessment can be combined to measure the
progression of mild cognitive impairment (MCI) and early
Alzheimer’s disease (AD).

In our work, we consider a subset of subjects originally
included in the “ADNI1: Complete 1Yr 1.5T” standardized
data collection and use similarly preprocessed scans with
corrected gradient nonlinearity and B1 and N3 nonunifor-
mity correction. In total, we consider 1063 scans from
105 AD patients and 145 healthy control subjects, hav-
ing 250 pairs of baseline and 1 year of follow-up with 541
scan-rescan images taken at both timepoints. Within this
cohort, scans were taken with varied voxel sizes ranging
from 0.94 x 0.94 x 1.2 to 1.3 x 1.3 x 1.2. In total, 8 different
scanners from 2 manufacturers (GE and Siemens) were
used for image acquisition. In 45 of the 250 subjects, a
different scanner model from the same manufacturer was
reported for the 1-year follow-up scan. Details of the image
pair IDs used for training and inference can be found in
the supplementary material.

3. Methods

We present an unsupervised deep learning pipeline for
segmentation-based brain volumetry that learns from tis-
sue segmentations derived from fsl_anat while enforcing a
tissue similarity regularization that improves longitudinal
brain atrophy quantification. The proposed regularization
exploits the assumption that two scans from the same sub-
ject taken within a short time interval should have similar
brain tissue volumes. For training, we use a set of coreg-
istered T1-w scan pairs having a tissue similarity prior
and generate the segmentation targets in an unsupervised
manner using fsl_anat. In inference, the pipeline performs
end-to-end skull stripping and brain tissue segmentation
from a single image in its native space, i.e., without image
interpolation. For longitudinal evaluation, each image is in-
dependently segmented first, and then measures of change
are computed. In the following sections, we describe in
detail how to prepare the unsupervised training data and
the architecture of our deep learning framework, along with
the procedures for network training and image inference.

8.1. Training data preparation

The pipeline is trained from a set of T1-w scan pairs
belonging to the same subject and acquired within a short
interval, thus having a tissue similarity prior, from which
we generate the reference brain tissue segmentations in
a fully unsupervised manner, as shown in Figure 1. For
this purpose, the fully automated fsl_anat anatomical im-
age processing pipeline implemented in FSL is applied to
each T1-w scan to perform skull stripping, as well as seg-
mentation of brain tissue using FAST (Zhang et al., 2001)
and deep gray matter structures using FIRST (Patenaude
et al., 2011). This tissue segmentation procedure is very
similar to that done by SIENA-XL (Battaglini et al., 2018),
which also used the fsl_anat pipeline to generate the tissue
and subcortical structure segmentation. More specifically,
fsl_anat performs skull-stripping through a nonlinear reg-
istration to the MNI standard space, which is used to
transform a dilated MNI brain mask back into the native
space of the T1-w image. From this skull-stripped image,
brain tissue probabilities are obtained using FAST (Zhang
et al., 2001), which is run with the --weakbias option.
Additionally, the deep gray matter of subcortical structures
is segmented with the registration-based FIRST method
(Patenaude et al., 2011). Similar to SIENA-XL (Battaglini
et al., 2018), we merge the FIRST subcortical structure
segmentation into the FAST tissue probabilities by setting
them as pure gray matter, obtaining the final reference
FAST 4 FIRST segmentation in the native space of each
T1-w scan.

As part of the fsl_anat pipeline, we also obtain a trans-
form to an MNI T1-w structural template with 2 mm
resolution. We use the inverse of this transform to bring a
2 mm resolution MNI brain mask through nearest neigh-
bor interpolation into the native T1-w scan space. This
coarse brain mask is later used as a normalization mask to
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Figure 1: Training data preparation diagram for each pair of short-interval T1-w scans, A and B, which have tissue similarity prior. The
T1-w scans are first processed using the fsl_anat anatomical image processing pipeline to obtain the reference FAST + FIRST brain tissue
probabilities and input normalization mask for each of them. Then, the T1-w scans and their segmentations are spatially aligned by linear

registration to a halfway space, Ah and Bh, between them.

constrain the computation of image statistics to the brain
tissues for performing the input normalization of our deep
learning system.

Finally, each pair of similar T1-w scans is spatially
aligned to be able to exploit their tissue similarity prior
during training. This goal is achieved by performing a
linear registration to a halfway space between them using
the mri_robust_register method (Reuter and Fischl, 2011)
implemented in the FreeSurfer image analysis suite with
default parameters, using cubic interpolation to transform
the images. Then, the reference FAST + FIRST tissue
probabilities are also transformed through linear interpola-
tion into the halfway space, along with the normalization
mask, which is transformed using nearest neighbor interpo-
lation. Note that the halfway registered T1-w scans and
tissue probabilities are exclusively used during training,
while image inference for evaluation is performed in the
native space of each scan without any type of interpolation.

3.2. Deep learning pipeline

We utilize a patch-based deep learning pipeline using a
residual 3D architecture based on the U-Net (Ronneberger
et al., 2015), which performs both skull stripping and brain
tissue segmentation from a single T1-w scan. As input,
the network receives a single 3D patch with spatial dimen-
sions of 32 x 32 x 32 and outputs a brain tissue probability
distribution among four classes (background, CSF, GM
and WM) for each input voxel. The selected patch size of
32 x 32 x 32 provides sufficient context for accurate segmen-
tation while balancing class representation and improving
training stability through the use of a larger batch size.
The network architecture, depicted in Figure 2, consists of
a 3D U-Net model that uses residual convolution blocks and
skip connections. All the convolutional layers use 3 x 3 x 3
kernels and are always preceded, except for the input and
output nodes, by a batch normalization (BN) layer (Toffe
and Szegedy, 2015) and a parametric rectified linear unit
(PReLu) activation (Nair and Hinton, 2010). The parame-

ter distribution is asymmetrical, with the residual blocks
of the encoder part using two convolutional layers while
a single one is used in the decoder. The network uses
four different resolution levels, where the feature maps are
downsampled by 2 x 2 x 2 in each level of the encoder and
upsampled back by the same factor in the decoder. Down-
sampling is performed by concatenating the result of a
max pooling operation and strided convolution as proposed
by Szegedy et al. (2016), while upsampling is performed
using a transposed convolution that learns the upsampling
operator for each feature map. The last layer outputs a
four-channel patch with the same 32 x 32 x 32 spatial size
as the input and is activated with a softmax to obtain a
probability distribution among the background and three
considered tissue classes.

Before extracting patches for either training or inference,
we normalize the T1-w image intensities to standardize the
input range and reduce the influence of outliers. More
specifically, the intensity range is winsorized within the
0.05% and 99.95% percentiles and then the minimum and
maximum intensities are mapped to the [-1, 1] interval. To
avoid influence from intensities not belonging to the brain
tissues, image statistics are computed exclusively within a
normalization mask, which is a coarse brain mask obtained
through linear registration from a 2 mm resolution T1-w
MNTI template.

3.2.1. Training procedure

To train the proposed pipeline, we use the prepared
halfway registered T1-w scans and their corresponding
FAST + FIRST brain tissue probabilities derived from
fsl_anat as the segmentation target. From these halfway
registered scans, a patch set is generated with 100,000 pairs
of samples, 85,000 for training and 15,000 for validation,
extracted from the same spatial location of each halfway
registered pair. The same number of patches is extracted
from each of the available pairs with a deliberate sampling
strategy to balance the representation of segmentation
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classes. For this purpose, we use the FAST + FIRST
segmentations derived from fsl_anat as a guide to extract
25% of patches centered on CSF, 25% on GM, 25% on WM,
20% on the head and 5% from the background. To obtain
a rough approximation of the nonparenchyma voxels, we
define the head class as any nontissue voxel with a T1-
w intensity greater than the mean of the image and the
background class as any nontissue voxel with an intensity
less than the mean. Additionally, a random 3D offset of up
to half the patch size is applied to each sampled patch to
increase the representation of class boundaries.

Once the training patch set is built, the randomly ini-
tialized network weights are iteratively trained following
the procedure depicted in Figure 3. Each training itera-
tion consists of two separate forward passes through the
network, obtaining a dense prediction for each halfway
registered T1-w patch and a single backward pass that is
used to update the network weights to minimize the loss
function. In practice, each iteration is performed on a batch
of 16 patch pairs, so that we first forward pass each of the
16 patch pairs and then perform a single backward pass
from the average of their loss values. The network weights
are updated through the Adadelta optimizer (Zeiler, 2012)
with a learning rate of 0.05. To prevent overfitting, early
stopping is performed when the loss on the validation set
does not improve for 8 consecutive epochs.

As shown in Figure 3, the training loss function com-
prises the sum of three terms: two of them come from
segmentation loss terms, one for each T1-w patch, and the
third is a shared similarity loss term that enforces the tissue
similarity regularization during training. The probabilistic
version of the cross-entropy loss (PCE) is used as the seg-
mentation loss, targeting the partial volume probabilities

of the FAST + FIRST segmentation derived from fsl_anat.
Using probabilities as targets, instead of categorical labels,
we encourage approximating the partial volume probabili-
ties instead of attempting to maximize the probability of
the most likely tissue class. More specifically, given a pre-
dicted probability distribution of a patch P over C classes
with dimensions C x X XY x Z and a target probability
distribution 7" of the same dimensions, the probabilistic
cross-entropy segmentation loss term is defined as:

c—-1
1
[’Sfig(PvT) = m Z Z - P(Chxvyaz) ! T(Civxayyz)'

x,y,z c;=0
' (1)

c-1
.1n ( > exp[P(Cj,LE,va)O

c;=0

The similarity loss term is taken as the sum of the L1
norm between the CSF, GM and WM percentages of the
two predicted patches. More specifically, given two output
probability distributions, P, and P,, over C classes with
dimensions C x X X Y x Z, the similarity loss term is
defined as:

Esim(Ptu-Pb) =

c-1
100 (2)
XY Z Z Pu(c,z,y,2) — Z Py(c,x,y, 2)

c=1 x,Y,z T,Y,z

Note that the two patches P, and P, used in the similarity
loss term are forward passed separately so that the model
cannot extract joint features between the short-interval
scans to reduce the volume differences. In this way, the
model is constrained to the use of cross-sectional features
acting on a single patch to achieve this reduction. As a
result, we obtain a model that performs inference on a single
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Figure 3: Training iteration diagram of the proposed pipeline. The input comprises two patches extracted from a pair of halfway registered
T1-w scans having a tissue similarity prior. As a segmentation target, we use the FAST + FIRST brain tissue probabilities computed in
the native space of each T1-w scan and transformed to the halfway space. The two T1-w patches are predicted in two independent forward
passes through the network, and two separate patch predictions are obtained. Then, a single backward pass is performed that updates the
network weights to minimize the two segmentation loss terms, as well as the shared similarity loss term, which enforces the tissue similarity

regularization.

image at a time but does so with reduced quantification
error thanks to the training regularization.

In summary, given two predicted tissue probability dis-
tributions P, and P, and their corresponding target proba-
bility distributions T, and T}, respectively, the loss function
is defined as:

£(Pﬂ,7 PbyTa,Tb) == Eseg(Pa,Ta) + £Seg(Pb7Tb) +
+ Wsim - L"sim(Pa7 Pb)

where wgiy, is a term that modulates the degree to which
the model will be allowed to deviate from approximating
the reference segmentation probabilities and instead fo-
cus on reducing tissue volume differences between similar
patches. Setting wgim = 0.0 would set the optimization tar-
get purely on approximating the target tissue probabilities
as faithfully as possible, and any deviation from the target
would be penalized by the segmentation loss terms. How-
ever, to avoid learning the biases and errors of the reference
method, a level of disagreement is needed with respect to
the target segmentations to allow room for improvement.
By increasing the value of wgiy,, we progressively shift the
optimization target away from approximating the target
probabilities and toward reducing the segmentation differ-
ences between short-interval scans. However, if wg;p, is set
too high, the learned segmentation model would be allowed
to excessively ignore the FAST + FIRST segmentations to
the point at which it might produce anatomically unfeasi-
ble results. For this reason, the preferred value for wgim
is the smallest one that provides sufficient improvement
in brain atrophy quantification. The effect on segmenta-
tion accuracy and atrophy quantification of the proposed
regularization is analyzed later in Section 5.1.

3)

3.2.2. Image inference

Within the proposed pipeline, image inference perform-
ing end-to-end skull stripping and brain tissue segmen-
tation is performed on a single T1-w scan in its native
space, i.e., without image interpolation. First, input nor-
malization is performed on the T1-w image as previously

described within a normalization mask obtained by linear
transformation of a brain mask from a 2 mm resolution
MNI template. Then, highly overlapping patches of size
32 x 32 x 32 are extracted for inference at regular spatial
steps of 10 x 10 x 10. This level of overlap helps to reduce
block boundary artifacts and improve spatial coherence.
Before patch extraction, the T1-w image is edge padded on
all sides by 16 voxels, which is half the patch size, to ensure
that every voxel in the image is predicted with a similar
degree of overlap. The extracted patches are then forward
passed through the trained segmentation model, obtaining
dense tissue probability distributions for each patch. The
use of overlapping patches results in several brain tissue
probability distributions for each voxel of the input image.
To achieve the final whole image segmentation, the overlap-
ping predictions are averaged and normalized to produce a
single brain tissue probability distribution for each input
image voxel.

Additionally, the brain tissue probabilities are post-
processed to improve the accuracy in intracranial cavity
segmentation. Since the proposed pipeline performs end-to-
end skull stripping and brain tissue segmentation, there is
no assumption made regarding which voxels should be pure
tissue or pure background, leading to small background
probabilities appearing inside the intracranial cavity and
small probabilities of tissue appearing outside of the brain.
To reduce these small errors from compounding onto large
volume measurement errors, postprocessing is performed
based on the assumption that the intracranial cavity will
be the largest connected component in the output segmen-
tation. In practice, we first define a pure tissue mask as
p(CSF) +p(GM) +p(WM) > 0.99, which is processed using
morphological operators by filling holes and then keeping
only the largest connected component. Within the pure
tissue mask, the background probability is set to zero, and
the remaining tissue probabilities are normalized to ensure
that they total one. Outside of the pure tissue mask, the
background probability is set to one, and all tissue probabil-
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Figure 4: Longitudinal inference procedure. The baseline and follow-up images are independently segmented in their native space and change
measures are computed from the predicted tissue probability distributions.

ities are set to zero. From these probabilistic segmentations,
measures of volume for each tissue are obtained by taking
the brain tissue probability distribution of each voxel as
an estimation of its partial volume mixture. In this way,
the volume of each tissue class is calculated by totaling
its voxelwise probability across the whole image and then
normalizing by the voxel size to obtain the volume in mm?3.

For longitudinal evaluation, inference is performed in-
dependently for the baseline and follow-up images, in their
native space, and then measures of change are computed
from the predicted tissue probability distributions, as shown
in Figure 4.

3.3. Implementation details

The proposed method was implemented with Python
using the Torch scientific computing framework (Paszke
et al., 2017). All experiments were run on a GNU/Linux
machine running the Ubuntu operating system, version
18.04, with 128 GB of RAM memory and an Intel ®Core
TM §7-7800X CPU. The versions of the software packages
used were 6.0.4 for FSL and 6.0.0 for FreeSurfer. The
network training and inference were performed with an
NVIDIA 1080 Ti GPU (NVIDIA Corp., United States)
with 12 GB G5X memory. The proposed network archi-
tecture has 7 million trainable parameters and takes 3.6
GB of GPU memory during training and only 1.5 GB for
inference. The time to perform inference for a whole image
using the proposed pipeline within our system is between
2 and 3 minutes, depending on the image dimensions. The
linear registration to obtain the normalization mask takes
approximately 1 minute, while inference of an image using
the GPU takes between 1 and 2 minutes.

4. Evaluation

To evaluate the proposed pipeline, we first studied the
effect of tissue similarity regularization on brain volumetry
by training the pipeline with increasing amounts of tissue
regularization controlled by the wgi, parameter. More
specifically, we trained seven instances of the pipeline for
each dataset considering higher values for wgiy,. From
the results of this experiment, we set an optimal default
value for wg;, and then performed a detailed quantitative

analysis of the pipeline trained with the selected optimal
weight.

The evaluation was performed on two publicly available
MRI datasets with different characteristics, MIRIAD and
ADNI1, which have short-interval and longitudinal imaging
for healthy controls (HCs) and AD subjects. The MIRIAD
dataset provides a small set of homogeneous MR scans
taken with the same scanner and acquisition protocol, while
the ADNI1 dataset has a larger number of subjects with
more heterogeneous imaging acquired on different scanners
and with varied voxel spacings. The proposed pipeline was
independently trained on each dataset using the available
short-interval scan pairs having a tissue similarity prior and
preparing the data for training as described in Section 3.1.
For the MIRIAD dataset, we used all 182 scan-rescan
pairs, as well as 125 scan pairs made within 2 weeks, for
a total of 307 training scan pairs. For the ADNI1 cohort,
from the 541 available scan-rescan pairs, we considered a
random subset of 298 pairs for training due to memory
constraints on our system. Inference was then performed
for the maximum interval scan pairs, i.e., the first and
last available timepoints for each subject, which amounted
to 69 longitudinal pairs for the MIRIAD dataset and 250
for ADNI1. We also performed inference on all of the
short-interval scans, including those used for generating
the training data, for evaluation and analysis purposes.
While short-interval scans are registered to a halfway space
for training, inference is performed in their native space
without image interpolation.

We compared our results to the FAST + FIRST brain
tissue probabilities derived from fsl_anat used as training
targets and with STENA, a well-known and widely used
state-of-the-art brain atrophy quantification method also
implemented in FSL. In practice, SIENA is run with the
-R option in MIRIAD, which iterates the skull stripping
several times to robustly estimate the brain center, and
with the -B option in ADNI1, which removes the neck
present on the images.

Measures of whole-brain atrophy in segmentation-based
methods are typically based on the volume change of brain
parenchyma between the baseline and follow-up segmen-
tations, which can be computed either from raw or from
normalized volumes. Additionally, since our pipeline not
only segments the parenchyma but also its distinct gray and



white matter components, we also provide individualized
measures of change for these tissues. To account for differ-
ent time intervals between longitudinal scans of different
subjects, all reported measures of change are annualized.
Relative change measures are not computed relative to the
baseline or follow-up volumes, but instead we do so with
respect to their average as follows:

2(Vfollow—up - Vbaseline)
‘/follow—up + Vbaseline

Change % = 100 - (4)
where V' can be any measure of volume derived from the
probabilistic brain tissue segmentations. The percentage
of brain volume change (PBVC) is obtained when V is
set as the raw volume of the brain parenchyma. Similarly,
setting V' as the raw volume of the GM or WM provides the
percentage of GM volume change (PGMVC) or percentage
of WM volume change (PWMVC), respectively. However,
measures of change based on raw unscaled volumes are
affected by a number of technical and physiological con-
founding factors (Sastre-Garriga et al., 2017). A more
robust measure of change can be obtained using tissue frac-
tions, which are computed by normalizing the raw tissue
volumes with respect to the intracranial volume (ICV), com-
puted as the sum of all tissue volumes (CSF + GM + WM).
In this way, the brain parenchymal fraction (BPF), gray
matter fraction (GMF) and white matter fraction (WMF)
are obtained by normalizing their respective raw volume
measurements by the intracranial volume. Additionally, to
study the longitudinal skull stripping consistency of the
proposed pipeline, the ICV change is also measured by
setting V' as the raw intracranial volume. Although the
ICV has been shown to decrease as a result of aging beyond
adulthood (Royle et al., 2013), this change is expected to
be close to zero within the time intervals between scans of
the considered datasets.

These measures of volume change are also computed for
the short-interval scan pairs to evaluate the quantification
error. Between these images, an ideal atrophy quantifica-
tion method should measure zero change between them,;
therefore, we consider any deviation from zero as quantifi-
cation error.

In the absence of an atrophy ground truth, the mea-
sures of change by themselves are not indicative of the
accuracy or quality of the brain tissue segmentations. How-
ever, the sensitivity of an atrophy quantification method
to longitudinal changes can be assessed by quantifying the
differences between two subject populations known to have
different rates of change. In this way, atrophy quantification
methods can be compared based on the assumption that
better methods would detect larger and more pronounced
differences between these two populations. In our case, we
quantified differences between HC and AD subjects based
on their annualized change measures. As in the work of
Smith et al. (2007), a measure of discriminative power
can be obtained from the t¢ statistic of Welch’s unequal
variances test, which quantifies confidence in the existence
of differences between both groups. A large ¢ provides a

high level of evidence that the observed differences between
the two populations are statistically significant —in other
words, a low probability that the observed differences could
be due to chance. However, ¢ does not reflect the strength
or size of these differences; for instance, a large ¢ could be
obtained for a very small difference in the magnitude of
annualized change, which would not necessarily be of any
practical significance or clinical importance. For this pur-
pose, measures of effect size are typically used to quantify
the magnitude or strength of observed differences. More
specifically, we use Cohen’s d to measure the effect size,
which is calculated as:

1 — T2

d=

(5)

S

where s, the pooled standard deviation, is defined for two
independent populations as:
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where n; and ny are the number of samples in each pop-
ulation, and s? and s2 are the variances of each group,
computed as:
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We also calculate the Dice similarity coefficient (DSC)
between the segmentations of the proposed pipeline with
respect to the FAST + FIRST reference derived from
fsl_anat to quantify the extent to which the tissue similarity
regularization shifts the segmentation away from the target.
In practice, we calculate the DSC by first taking the argmax
of the brain tissue probabilities to obtain a categorical
multiclass segmentation.

(7)

5. Results and discussion

5.1. Similarity weight analysis

In this section, we study the effect of the tissue simi-
larity regularization on the proposed pipeline by training
several instances with increasing values for wgiy,, from 0.0
to 0.6. To analyze the effect on brain atrophy quantification
properties, we studied the response of annualized change
measures as well as any improvement in the sensitivity
to differences between healthy and AD subjects of these
change measures. We also study how regularization affects
the tissue segmentation model by calculating short interval
error measures, as well as the DSC with respect to the
reference FAST + FIRST segmentations used for training.

Figures ba and 5b show boxplots of annualized change
measures of BPF, GMF and WMF between the maximum
interval pairs of the MIRIAD and ADNI1 datasets, respec-
tively. Overall, increasing values of wgjy, reduce the stan-
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Figure 5: Annualized change measures between maximum interval pairs of healthy controls (HC) and Alzheimer’s disease (AD) patients for the
FAST + FIRST reference segmentations and the proposed pipeline with increasing similarity regularization weight. The boxes representing the
interquartile range are notched within the confidence interval around the median, with the left and right whiskers set to the 5th and 95th

percentiles, respectively.

dard deviation of all considered change measures in both
datasets. The reduction in variability is more pronounced
in the MIRIAD measures, especially for the healthy sub-
jects, most likely due to the high similarity between images
acquired with the same scanner and imaging protocol. In
both datasets, higher values of wgi,, increase the median
BPF and GMF change, while the median WMF change is
decreased.

The effect of increasing regularization on the discrimi-
native power and effect size of change measures between
healthy and AD subjects is summarized in Table 1. The re-

sults show that tissue similarity regularization improves the
discrimination and effect size between groups in all change
measures in both the MIRIAD and ADNI1 datasets. In the
MIRIAD dataset, the proposed pipeline with wg, = 0.0
already improves the sensitivity of BPF, GMF and WMF
change compared to the reference FAST + FIRST segmen-
tations. When the regularization is enforced, increasing the
similarity weight value further improves the results until
Wsim = 0.4, where the improvement reaches its peak, and
beyond this point, higher values actually worsen the differ-
ences between groups. In the ADNI1 dataset, the proposed



Table 1: Discrimination and effect size of annualized change measures between healthy controls (HC) and Alzheimer’s disease (AD) subjects
for the maximum interval scan pairs. The discriminative power is measured with the ¢ statistic from Welch’s unequal variances test, while the

effect size is measured using Cohen’s d.

MIRIAD ADNI1

ABPF AGMF AWMF ABPF AGMF AWMF

Method t d t d t d t d t d t d
FAST + FIRST 466 1.01 335 0.71 -049 0.10 6.19 080 5.29 0.69 -0.56 0.07
Wgim = 0.0 6.29 131 5.10 1.12 205 044 538 0.72 597 078 047 0.06
Wsim = 0.1 9.0r 176 793 159 771 152 828 111 7.64 1.01 472 0.63
Wgim = 0.2 9.06 173 714 138 754 147 863 116 827 1.09 558 0.74
Weim = 0.3 947 182 7.65 156 872 168 9.84 134 843 111 735 098
Wgim = 0.4 985 189 8.05 163 931 1.8 1014 139 9.13 1.23 788 1.06
Wgim = 0.5 9.76 1.89 843 165 829 164 1021 140 9.14 121 7.92 1.07
Wgim = 0.6 9.22 183 7.17 150 799 1.61 1037 143 946 127 8.03 1.08

Table 2: DSC (mean =+ std. dev. %) of the maximum interval pair segmentations between FAST + FIRST and the proposed pipeline with

increasing tissue similarity regularization weights.

MIRIAD ADNI1
Method GM+WM GM WM GM+WM GM WM
Wsim = 0.0 96.9+1.2% 88.6+3.0% 924+21% 97.7+£0.8% 90.5+£1.9% 94.3+1.1%
Wgim = 0.1 97.14+0.7% 885+28% 91.7+21% 97.6+0.8% 90.3+£2.0% 94.1+1.2%
Wsim = 0.2 96.9+0.7% 87.6+2.9% 90.8+2.2% 97.5+09% 89.3+22% 93.1+1.5%
Wsim = 0.3 96.9+0.8% 87.44+2.9% 909+22% 97.3+0.9% 88.4+23% 92.5+1.5%
Wsim = 0.4 96.84+0.8% 87.2+3.1% 90.3+24% 97.2+0.9% 88.2+23% 924+1.5%
Wsim = 0.5 96.84+0.8% 86.7+3.1% 90.0+23% 97.0+1.0% 87.2+25% 91.8+1.6%
Wgim = 0.6 96.44+0.9% 859+3.2% 89.6+23% 97.0+09% 87.7+£24% 92.2+1.5%

pipeline without regularization (wgiy, = 0.0) improves both
the GMF and WMF change sensitivity while having a
worse effect on BPF change compared with the reference
FAST + FIRST segmentations. When the regularization is
enforced, the sensitivity in all three measures steadily im-
proves for higher values of wgi,. In contrast to the MIRIAD
results, the sensitivity of ADNI1 measures does not peak
at wgim = 0.4, but beyond this point, improvement gains
decrease rapidly.

Table 2 shows DSC measures between the reference
FAST + FIRST segmentations and the proposed pipeline
with increasing wgi, values. The reported DSC results are
calculated from the argmax classification of the probabilis-
tic brain tissue segmentations and are given separately for
parenchyma (GM+WM) as well as for its GM and WM
components. As expected, higher amounts of regulariza-
tion decrease the similarity with respect to the reference
FAST + FIRST brain tissue segmentations. Moreover, it
can also be observed that the DSC of GM and WM com-
ponents that form the parenchyma decrease much more
rapidly with increasing regularization than those of the
parenchyma itself. This outcome suggests that the dissimi-
larity is due to a redistribution of probabilities between GM
and WM classes. By increasing wsim,, the learning focus is
progressively shifted away from approximating the FAST
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+ FIRST probabilities, and a greater degree of deviation
is allowed to reduce the segmentation differences between
short-interval scans.

Figures 6a and 6b show the absolute BPF change error
between short-interval scans of the two considered datasets.
A reduction in short interval error is to be expected since
the metrics are calculated on the same short-interval pairs
used for training; however, the aim is to illustrate how
and to what extent the segmentation is affected. Without
regularization (wgm = 0.0), the proposed pipeline exhibits
levels of error similar to those of of the reference FAST +
FIRST segmentations. Even when the smallest amount of
regularization is enforced (wsim = 0.1), the error is greatly
reduced, with higher weights providing smaller improve-
ments thereafter. Figure 6a also shows that, despite both
the rescan and 2-week pairs of the MIRIAD dataset being
used for training, the rescan pairs without repositioning
show a much greater reduction in error than the 2-week
pairs. This outcome suggests that the scan differences
due to repositioning and/or small time intervals are larger
than those of the rescan images. Surprisingly, even when
directly using the 2-week pairs with repositioning to regu-
larize the training, the effect size of differences between AD
and HC groups is not much different than that of ADNII,
which only used rescan images without repositioning for
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Figure 6: Short interval error

regularization. These results suggest that the proposed
regularization does not especially benefit from images with
repositioning to improve in the longitudinal case.

The experiments performed have shown that the pro-
posed regularization can improve the sensitivity of atrophy
measures to differences between healthy and AD subjects.
However, these improvements are obtained at the cost of
decreasing the segmentation similarity with respect to the
reference FAST + FIRST segmentations. In our experi-
ments, the sensitivity to differences between groups reached
its maximum at wgjy, = 0.4 for the MIRIAD dataset while
reaching a point of diminishing returns at wgi, = 0.4 for
the ADNI1 dataset. Thus, we decided on wgi, = 0.4 as an
optimal default value for the proposed pipeline, providing
the most improvement for the least deviation from the
reference segmentations.
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5.2. Longitudinal atrophy quantification analysis

In the previous section, we studied the effect of varying
degrees of tissue similarity regularization on the presented
deep learning pipeline for brain tissue segmentation in both
single-site and multisite datasets. In this section, we now
perform a detailed quantitative and qualitative evaluation
of the presented pipeline trained with wg, = 0.4, the
empirically selected optimal regularization weight.

5.2.1. Intracranial volume change

The results for ICV measurements of the selected mod-
els trained with wgm, = 0.4 can be found in Table 3. On
average, the absolute ICV change of the proposed pipeline
is lower in both datasets than for the fsl_anat reference,
suggesting a more consistent intracranial volume between
longitudinal scans. In terms of ICV change, the brain
masks from fsl_anat show a similarly negative rate in the
MIRIAD dataset for both HC and AD subjects, while



Table 3: Annualized measures of ICV change (mean =+ std. dev.) for the proposed and fsl_anat pipelines.

MIRIAD ADNI1

Proposed Proposed

fsl_anat (wsim = 0.4) fsl_anat (Wsim = 0.4)

|[AICV|] HC 038+061% 025+032% 080+149% 0.43 +0.69 %
AD 067+£091% 055+052% 083+142% 0.45+0.30%

AICV HC -0.23+0.69% -0.06+0.40% 0.20+ 1.68% -0.09 + 0.81 %
AD -025+1.11% -034+068% 0.30+1.62% -0.26+ 0.47 %

the ADNII1 dataset shows positive ICV changes for both
groups, with a slightly higher average rate for the AD
subjects. The proposed pipeline obtains a much more con-
sistent ICV change between datasets and subject groups,
having a small negative ICV change for the healthy sub-
jects and a larger negative change for the AD subjects.
The results suggest that the learned skull stripping of our
pipeline is somehow affected by global atrophy since the
longitudinal ICV change is negative and more pronounced
for the AD group. This outcome would be caused by the
way in which skull stripping is performed by fsl_anat, which
nonlinearly registers a dilated brain mask to segment the
brain parenchyma. In this way, instead of attempting to
segment the entire intracranial cavity, fsl_anat essentially
sets a fixed band around the parenchyma that does not
encompass the entire intracranial cavity. Thus, in cases
with greater amounts of atrophy, the fixed band around
a more shrunken parenchyma means that there will be
a larger amount of the intracranial cavity which will not
be segmented by fsl_anat. Within the presented pipeline,
tissue similarity regularization cannot reduce the learning
of this fixed band bias, and the measured ICV is affected
by the brain shrinkage observed on follow-up scans, which
is higher for AD subjects than for healthy controls.

5.2.2. Short interval error

Within the performed evaluation, measures of short
interval error are biased since our pipeline is explicitly and
directly trained to reduce differences between the same
short-interval scan pairs that would be used for evaluation.
However, there is a set of 243 rescan image pairs from
ADNII1, 139 pairs from healthy control subjects and 104
from AD subjects that were not seen during training and
from which meaningful measures of short interval error can
be obtained. Table 4 shows the short interval error for
raw and normalized measures of change in these ADNI1
rescan pairs not used during training. Compared with the
reference FAST + FIRST results and those of SIENA, the
short interval error of our pipeline is significantly lower in
all measures (p < 107%) and with much lower variability.
Moreover, while the reference FAST + FIRST segmenta-
tions have much greater error for individual GM and WM
tissue than for the parenchyma, in the proposed pipeline,
the error is much more similar between the parenchyma
and its GM and WM components. These results show
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that tissue similarity regularization not only reduces the
quantification error of the pipeline but also increases the
consistency of GM and WM volumes between short-interval
scans.

5.2.3. Annualized atrophy rates

Table 5 shows the annualized rates of ABPF, AGMF,
AWMEF, PBVC, PGMVC and PWMVC of all maximum
interval pairs for the reference FAST + FIRST segmenta-
tions and the proposed pipeline trained with wg, = 0.4.
In general, our pipeline shows much less variability in all
measures of change than the FAST + FIRST reference seg-
mentations. Compared with the results of FAST + FIRST,
the annualized PBVC in the MIRIAD dataset is slightly
reduced, especially for the HC subjects, while it is slightly
increased in the ADNI1 dataset for both subject groups.
In terms of BPF changes, the average rate of the proposed
pipeline is reduced in both datasets compared to the refer-
ence FAST 4 FIRST segmentations. This finding would be
mostly explained by the generally smaller ICV obtained by
our pipeline for the follow-up scans, especially for the AD
subjects, which slightly biases the follow-up tissue fractions
toward larger values and reduces the apparent atrophy rate.

It can also be observed that the WMF change, as mea-
sured from the FAST 4+ FIRST segmentations suggests that
healthy controls have greater WM atrophy than AD sub-
jects. In contrast, our pipeline shows greater WM atrophy
for the AD subjects than for the healthy controls, which
makes more intuitive sense in the context of a generalized
brain atrophy process. As seen in Figure 5, the amount
of regularization is directly related to the lowering of the
median WMF change, suggesting that the segmentation of
WM is directly improved by tissue similarity regularization.

For comparison, we also calculated the annualized at-
rophy rates with SIENA (Smith et al., 2002). Our results
in the MIRIAD dataset (HC: -0.26 + 0.43%; AD: -1.31 +
0.86%) showed reduced average rates for both groups, with
a pronounced reduction of variability for the AD group,
compared to those of SIENA (HC: -0.53 + 0.45%; AD:
-2.43 £ 1.34%). In the ADNII dataset, the annualized
PBVC of our pipeline (HC: -0.41 + 0.92%; AD: -1.14 +
0.76%) also shows lower average rates when compared to
SIENA (HC: -0.61 £ 0.75%; AD: -1.85 &+ 1.13%).



Table 4: Short interval error (mean + std. dev. (median)) for raw and normalized change measures on the 243 rescan pairs from ADNI1 that
were not seen during training of the presented pipeline. In the case of SIENA, which uses the BSI method, PBVC is the only provided measure

of atrophy.

Proposed

FAST + FIRST (Wsim = 0.4) SIENA

PBVC HC 0.43+0.88% (0.21%) 0.16 +0.71% (0.06%) 0.33 +0.39% (0.20%)
AD  0.43+0.66% (0.23%) 0.12+0.20% (0.07%) 0.38 £ 0.53% (0.19%)

PGMVC HC 1.17+1.38% (0.71%) 0.17£0.69% (0.06%) N/A
AD 1.35+1.34% (0.92%) 0.14 £0.19% (0.09%) N/A

PWMVC HC 1.35+1.59% (0.82%) 0.21=£0.77% (0.08%) N/A
AD  1.32+1.43% (0.79%) 0.14 £ 0.22% (0.08%) N/A

ABPF HC 0.31 £0.46% (0.19%) 0.06 £ 0.12% (0.03%) N/A
AD 0.40 £0.61% (0.21%) 0.09 £ 0.16% (0.05%) N/A

AGMF  HC 1.09+1.29% (0.63%) 0.08 +0.21% (0.04%) N/A
AD 1.19+1.25% (0.80%) 0.11£0.17% (0.06%) N/A

AWMF  HC 1.26+1.38% (0.75%) 0.12+0.19% (0.06%) N/A
AD 1.44+1.48% (0.84%) 0.12£0.17% (0.07%) N/A

Table 5: Annualized measures of atrophy (mean + std. dev.) from maximum interval scan pairs.

MIRIAD ADNI1

Proposed Proposed

FAST + FIRST (wsim = 0.4)  FAST + FIRST (wsim = 0.4)

ABPF HC -035+051% -0204+0.15% -0.52+0.84% -0.324+0.31 %
AD -1.13£087% -096+0.48% -1.23+£0.92% -0.88 4+ 0.50 %

AGMF HC -046 £150% -0.19+0.22% -0.51 £212% -0.28 +0.42 %
AD 221 +283% -0.90+0.51% -2.07+241 % -0.88+ 0.57 %

AWMF HC -021+£125% -0204+021% -0.54+241% -0.35+0.42%
AD 0.02+£261% -1.05+£053% -0.36 £253% -0.87 £0.58 %

PBVC HC -058+0.74% -026+043% -0.32+146% -0.41 +0.92%
AD  -138+135% -1.31+0.86% -0.93+1.45% -1.14 4+ 0.76 %

PGMVC HC -069+139% -026+044% -0.31+227% -0.37+0.87%
AD  -247+315% -1.24+081% -1.77£250% -1.14 +0.78 %

PWMVC HC 044+ 159% -027+048% -0.34+283% -0.44+1.04 %
AD -024+£264% -1394+097% -0.06 +£295% -1.144+0.84 %

5.2.4. Sensitivity to differences between groups

As shown in Table 1, the sensitivity to differences be-
tween groups of ABPF is improved by tissue similarity
regularization. In the MIRIAD dataset, the results of the
proposed pipeline with wg,m = 0.4 (¢ = 9.85;d = 1.89)
improve with respect to the FAST + FIRST reference
(t = 4.66;d = 1.01) and are also better than those of
SIENA (t = 8.99;d = 1.73). In the ADNI1 dataset, the
proposed pipeline results (¢ = 10.14;d = 1.39) are also
improved with respect to the FAST 4 FIRST reference
(t = 6.19;d = 0.80) and are better than those of STENA
(t = 9.78;d = 1.33). The sensitivity of the AGMF and
AWMF measures is also improved with respect to the ref-
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erence FAST + FIRST segmentations. In the MIRIAD
dataset, the sensitivity of AGMF as measured with our
pipeline (¢t = 8.05;d = 1.63) is higher than that of the
reference used for training (¢ = 3.35;d = 0.71). The
AWMEF sensitivity of our pipeline (¢ = 9.31;d = 1.85) is
much higher than the reference (t = —0.49;d = 0.10). In
the ADNII1 dataset, the AGMF sensitivity of our pipeline
(t = 9.13;d = 1.23) improves with respect to the reference
(t = 5.29;d = 0.69). Similarly, the AWMF sensitivity of
our pipeline (¢ = 7.88;d = 1.06) is improved with respect
to the FAST + FIRST reference (¢t = —0.56;d = 0.07).



FAST + FIRST Proposed (wsim = 0.4) Overlayed differences

(a) MIRIAD dataset

FAST + FIRST Proposed (wsim = 0.4) Overlayed differences

(b) ADNT1

Figure 7: Comparison of argmax segmentation results between FAST + FIRST and the proposed pipeline for a representative case of each
dataset. The last column shows the absolute probability differences of voxels changing their most likely tissue class overlaid with a yellow
to red colormap, where yellow corresponds to a difference greater than 0.0 and red to a difference of 1.0 in the voxelwise sum of absolute
probability differences. Differences for both datasets are mainly located in the cortex, in the interfaces between subcortical structures and in
the outer brain border.

5.2.5. Tissue segmentation the borders of subcortical structures, which depending on
It can also be seen that, overall, the effect size of all the case are either enlarged or shrunken. Smaller segmenta-

measures is larger for the MIRIAD dataset than for ADNI1,  tion differences are also observed in the interfaces between

most likely due to the more consistent imaging parameters tissues throughout the cortex, where our pipeline tends to

that introduce a lower level of confounding factors. segment less WM and more GM than the reference FAST
To study the effect of regularized deep learning on the  + FIRST segmentation.

resulting brain tissue segmentations, we perform a qualita- Figure 8 shows the median differences between the

tive evaluation comparing the reference FAST + FIRST  probabilistic segmentations of FAST 4 FIRST and the
segmentations to those of the presented pipeline trained proposed pipeline across all of the cases from each dataset.
with wgm = 0.4. Figure 7 shows the tissue segmentation In practice, we subtract the FAST + FIRST probabilities
results of FAST + FIRST and our pipeline for two represen-  of each tissue from those of our pipeline, which are then
tative cases of MIRIAD and ADNI1. In both datasets, the  transformed to the MNI space, where we obtain the vox-
segmentation of our pipeline presents some differences with elwise median across all available cases for each dataset.
respect to the reference, having generally smoother edges The differences for both datasets show a very similar be-
between tissues and less noise. The largest segmentation  havior, with MIRIAD displaying stronger differences, most
differences are located in the outer brain interface, where  likely due to its more homogeneous single-center images.
our pipeline tends to segment a larger area as brain, and in ~ In terms of CSF, the blue color around the outer brain

border indicates a tendency for our pipeline to segment
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Figure 8: Median probability differences between the probabilistic segmentations of the proposed (wsim = 0.4) pipeline with respect to the
reference FAST + FIRST segmentations. For this purpose, the tissue probability maps of FAST + FIRST and the presented pipeline from
each case are subtracted and then transformed to the MNI space for joint analysis across the whole dataset. The differences are displayed per
tissue in a red to white to blue colormap, where red corresponds to a median difference of -0.25 or less, white to 0.0 and blue to an increase in

median probability of 0.25 or higher.

more CSF in that region compared to the reference method.
Conversely, the red color in the midline region, ventricle
borders and temporal lobes suggests that our pipeline seg-
ments less CSF in these regions when compared to FAST
+ FIRST. Median GM differences display a generalized
blue color throughout the cortex, while the WM differences
take on a red color, indicating that the presented pipeline
segments less WM and more GM in those regions than
FAST + FIRST. Another area showing large differences
consists of the subcortical structures; the red color in their
inner borders suggests that our pipeline tends to reduce
their size compared to FAST + FIRST. However, this be-
havior is reversed when examining the outer borders, where
more GM is segmented in favor of reducing the WM. In
some cases, such as that illustrated in Figure 6a, different
subcortical structures with a thin WM interface between
them are merged by our pipeline. Most likely, thin WM
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interfaces between subcortical structures are a large source
of variability within short-interval scans, and the tissue
similarity regularization ends up segmenting it as mostly
GM to avoid increasing the segmentation differences.

5.8. Limitations

This study has some limitations related to the evalu-
ation of atrophy measures and the clinical applicability
of the presented pipeline. Within this work, we have not
been able to evaluate the quality or accuracy of either the
brain tissue segmentation or the measured atrophy rates.
For this purpose, we would need a dataset similar to those
considered in this work with sufficiently accurate manual
delineations of brain tissue. Despite this limitation, we have
evaluated our pipeline on several metrics typically used in
the literature to assess longitudinal atrophy quantification
and have shown that it improves over extensively validated



state-of-the-art methods. In this sense, the comparison
with fsl_anat is nuanced since our data-driven pipeline has
been previously trained and optimized for the evaluation
dataset, whereas fsl_anat was not. However, the main goal
of these comparisons is only to quantify the relative im-
provement of our pipeline, which is trained on these same
fsl_anat outputs. Similarly, the comparison with SIENA is
also nuanced in the same way since it was not trained or
optimized beforehand for the evaluation dataset.

Another limitation is that the performance of deep
learning methods could be degraded when applied to images
that differ in excess from those seen during training, i.e.,
from a different image domain, such as one acquired with
a different MR scanner, acquisition protocol or different
voxel spacing. In this case, training the proposed pipeline
from scratch would only require a set of unlabeled short-
interval scan pairs from the target domain. Alternatively,
the number of training images could be reduced by using a
model pretrained on public data along transfer learning or
one-shot domain adaptation techniques for deep learning
methods (Valverde et al., 2021).

6. Conclusion

In this work, we have presented a novel unsupervised
deep learning pipeline for segmentation-based brain atrophy
quantification that uses tissue similarity regularization to
improve upon the reference segmentation method from
which it is trained. We have analyzed the tissue similarity
regularization effect and empirically selected wgyn = 0.4
as an optimal default value for the similarity weight loss
term, which performs well across single-site and multisite
datasets.

In general, the presented pipeline improves upon atro-
phy evaluation metrics and produces smoother and less
noisy segmentations than the reference method used for
training. The regularization introduces differences in the
segmentation of GM/WM in the cortex, the outer brain
interface and borders of subcortical structures compared
with the reference method. Our evaluation results on short-
interval scan pairs show that the proposed regularization
lowers the quantification error and improves the overall
tissue segmentation consistency, especially for the gray
and white matter components. In this sense, our pipeline
shows lower and more similar levels of error between the
parenchyma and its distinct GM and WM components,
whereas the reference method had much larger errors for
GM and WM than for the parenchyma. In the longitudinal
case, we observed lower variability in atrophy rates and
greater sensitivity to differences between healthy controls
and AD subjects. Furthermore, while the reference method
measured higher levels of WM atrophy for healthy controls
than for the AD group, which does not make intuitive
sense within a generalized atrophy process, the proposed
regularization in our pipeline reverses this tendency and
shows more coherent WM atrophy rates between the HC
and AD groups.
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The presented pipeline is based on the idea that reg-
ularized deep learning can exploit data priors to reduce
the biases and systematic errors learned from a reference
segmentation method. We have shown that the proposed
regularization, which aims at reducing short-interval scan
differences, can directly improve brain atrophy quantifica-
tion in the longitudinal case. To the best of our knowledge,
this study is the first application of deep learning tech-
niques specifically aimed at improving longitudinal brain
atrophy quantification. Data-driven approaches have the
potential to surpass their classical counterparts and unlock
brain atrophy as a useful diagnostic and prognostic marker
for neurodegenerative pathologies.
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Chapter 7

Main results and discussion

In this thesis, we have explored a range of clinically relevant brain imaging
tasks for the prognosis of neurological pathologies such as stroke, multiple
sclerosis or Alzheimer’s disease. More specifically, we have presented works for
ischemic stroke lesion segmentation, reducing the effect of WM in brain tissue
segmentation and for longitudinal atrophy quantification. Dealing with several
image markers and their challenges has provided a deeper understanding of the
issues and possible approaches for their combined use in predictive models. In
this chapter, we outline the main results and findings obtained in this thesis and
discuss their significance towards completion of the main objectives.

7.1 Brain lesion segmentation

7.1.1 Class imbalance handling

Within deep learning approaches, a deliberate strategy to balance the representa-
tion of lesioned and healthy tissue in the training set has been essential towards
achieving good segmentation performance. In our patch-based approaches, this
has been addressed with the proposed patch sampling strategy, which is based
on a mixture of recently presented works in brain lesion segmentation [26, 51].
We proposed a balanced sampling of patches centered in healthy and lesion
classes as done by Kamnitsas et al. [26]. However, systematically sampling
patches centered on lesion voxels will induce a neighborhood bias by which the
lesion is always seen centered in the patch and surrounded by a uniform band
of healthy tissue [51]. As proposed by Guerrero et al. [51], we add a random
3D offset of up to half of the patch size to the lesion sampled patches. This
increases the representation of lesion boundaries as well as the variability of
healthy neighborhoods in which the lesion is seen during training. However,
even with the use of balanced patch sampling strategies, which equalize the
number of patches with and without lesions, the training set will still tend to
be highly imbalanced at a voxel level due to the generally higher proportion
of healthy voxels in each patch. To avoid this, Guerrero et al. [51] proposed
exclusively sampling the lesion class, however, overrepresenting the lesion class
implies underrepresenting the healthy class and actually increasing the error rate
in healthy regions. Since these areas represent the majority of the segmentation,
even a tiny increase in error rates of the healthy class will translate in higher
overall segmentation error.
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To further reduce the effect of class imbalance without underrepresenting
any class or region of the brain, we also proposed the use of class balancing
loss functions, which work by modulating the contribution of each class to the
final loss term. More specifically, we have used two functions based on different
principles to handle class imbalance, the Focal loss [52] and the Generalized
Dice Loss (GDL) [53]. The Focal loss, used in Chapter 3, is a difficulty weighted
version of the crossentropy loss which is dynamically scaled to avoid learning
from examples that are already correctly segmented with high confidence. When
the network specializes more in one class, its classification confidence will be
higher and thus, the focal loss will scale down its contribution to favor the
other class. In contrast, the GDL, used in Chapter 4, is a differentiable loss
function based on the Dice similarity coefficient (DSC). The class balancing
mechanism is provided by the underlying concept of segmentation overlap as
well as by a class weight which normalizes the class contributions based on
their relative representation in the training set. In general, the use of balancing
loss functions raises the positive predictive value (PPV) and DSC metrics by
reducing the number of false positives. However, the class balancing mechanisms
of loss functions might come at the cost of worsened stability and convergence
properties. More specifically, the GDL is quite unstable and slow in training,
which is why its typically used in conjunction with a crossentropy loss term.
The sum of both provides the class balancing of the GDL along with the good
convergence properties of the crossentropy loss. Furthermore, we have observed
in our experiments that some class balancing losses are better suited to different
tasks. Although we tested both the focal loss and GDL in both of the proposed
approaches, the best results were obtained with the Focal loss in our 2D CT
approach and with the GDL and crossentropy in our 3D MRI method.

7.1.2 Symmetry features in stroke

The use of features based on the symmetry between brain hemispheres for
ischemic stroke lesion segmentation has consistently improved our results in
both CT and MRI imaging as well as within 2D and 3D approaches. The use of
symmetry features is based upon the observation that ischemic stroke typically
affects only one hemisphere and that comparing with the opposing healthy side
can help better outline the tissue with abnormal appearance on the affected
side. In our implementation, we generate symmetrically augmented modalities
through mid-sagittal flipping and linear registration, which robustly aligns
opposing hemispheres between the original and augmented modality. Then, we
perform early fusion by concatenating the original and symmetrically augmented
modalities along the channel dimension. In this way, the convolutional kernels of
our network are able to extract spatial features jointly considering the intensities
of left and right hemispheres. Moreover, early fusion allows the use of a standard
single-path U-Net, which avoids multi-path architectures that would raise the
amount of training parameters and increase the risk of over-fitting.

The main limitation of our patch-based implementation of symmetry features
is the reduced receptive field due to the use of small patches. This constrains the
spatial extent from which the model can extract symmetry features useful for
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segmentation. In stroke, due to the vascular nature of the pathology, information
about the perfusion of distant regions can be informative for segmentation.
However, we have empirically tested that the use of larger patches decreases
segmentation performance due to worsened class imbalance. Although reduced
spatial context is a big drawback of using small patches, class imbalance handling
is currently the main limitation. Another possible drawback of the current
symmetric modality augmentation procedure is that it uses image interpolation
to align the opposing hemispheres. Although it is only applied to the augmented
modalities, and not the original ones which are the ones actually being segmented,
the interpolation distorts the image intensities and might limit the quality and
accuracy of symmetry features.

7.1.3 Post-processing of segmentation results

Post-processing of segmentation results has been an essential technique to correct
the biases of deep learning models and further improve lesion segmentation
results. Perhaps the most basic technique is that of variable thresholding.
Typically, segmentation probabilities are binarized by taking the class with
largest probability, which would equate to using a threshold of 0.5 in a binary
classification task such as brain lesion segmentation. However, this makes the
implicit assumption that the confidence of the deep learning model is perfectly
calibrated around the 0.5 threshold. It might be the case that a model is under
or overconfident, which would mean that the best segmentation results would
be obtained with a lower or higher threshold respectively. The confidence of a
model can be influenced by a different number of factors, such as the training set
class distribution, loss function, input normalization, etc. Lowering the threshold
would increase the model sensitivity, reducing the number of false negatives
but also increasing the amount of false positives. The opposite is also true if
the threshold is increased, leading to a reduction of false positives but also an
increase in the amount of false negatives. In our works dealing with brain lesion
segmentation, we have selected the optimal threshold by empirical tests on the
validation data. For instance, in Chapter 4, the output of our under-confident
model was compensated by selecting a lower threshold of 0.2, which raised the
sensitivity but also the number of false positive lesions. To complement the
variable thresholding, we have also utilized morphological post-processing to
leverage the a priori knowledge about the morphology characteristics of target
lesions. In the case of ischemic stroke, the core and penumbra are typically
large in size, so we discarded lesions under an empirically chosen minimum
volume size, which led to an overall improvement of the segmentation metrics
by reducing the number of false positive lesions. However, minimum lesion size
filtering must be carefully considered in the clinical setting, as lesions under the
selected threshold will be discarded during inference.

Another technique which we explored, inspired by the work of Nair et al. [54],
is segmentation filtering based on Monte Carlo (MC) uncertainty estimation.
In our implementation, we added prediction dropout layers in the lower levels
of the U-Net model and performed the patch-wise average of three predictions
made with a 10% dropout rate during inference. The use of uncertainty filtering
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lowered the HD and improved lesion volume estimation without affecting the
DSC, which suggests a better segmentation of the lesion borders. However, the
use of this technique increased the inference time three-fold, which is why it was
only applied within the 2D approach presented in Chapter 3, that had lower
computational requirements than the 3D approach presented in Chapter 4.

7.2 Brain tissue segmentation

In this thesis, we have also developed a deep learning framework for brain tissue
segmentation which has been the basis for the WM lesion effect analysis done
in Chapter 5 and the longitudinal atrophy quantification method presented in
Chapter 6. The framework consists on a 3D patch-based unsupervised deep
learning approach for segmentation-based volumetry of brain tissue. To avoid the
need for manual ground truth segmentations, we generate the training targets
using fully automated classical methods, which are regarded as more accurate
and reproducible than those manually made by experts [55]. In recent literature,
similar deep learning approaches for brain tissue segmentation trained on the
outputs of classical methods have shown improved properties. For instance,
NeuroNet [56] obtained similar DSC to manual segmentations than the reference
methods used for training, but having a shorter execution time and with less
failed cases. FastSurfer [57] also reports similar DSC to manual segmentations
than FreeSurfer, the method used to generate the training targets. Moreover,
results of FastSurfer on longitudinal data show reduced short interval error
and increased sensitivity to group differences between healthy and dementia
patients. In contrast with previous works focusing on categorical segmentation,
our framework focuses on providing accurate brain volumetry in pathological
cases. Thus, we incorporate a series of specific techniques to improve partial
volume estimation accuracy and to deal with pathological images more robustly:

e Input normalization. The proposed minmax input normalization based
on intensity percentiles within the brain parenchyma provides several
benefits for brain volumetry. Since the normalization parameters are
computed only from intensities of the parenchyma, the intensity range of
brain tissue is always within the same interval regardless of the amount
of face or neck present in the images. In addition, the use of percentiles
allows to reduce the influence of outlier or abnormal intensities, such as
WM lesions. Furthermore, percentiles are also more robust to changes
in relative tissue volumes, such as those caused by atrophy, since the
minimum or maximum intensity of an image is typically not affected by
these changes.

o Probabilistic loss. In our experiments, we observed that the categorical
crossentropy loss, which uses class labels as targets, resulted in very sharp
and over-confident segmentation probabilities, which differed from the
softer probability maps used for training. Since our goal in inference is
not to maximize the probability of the most likely tissue class, but rather,
to approximate the partial volume probabilities, we propose the use a soft
version of the crossentropy loss using probabilistic targets.
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o Small patches. The use of small patches provides several advantages
for brain tissue segmentation. First, small patches allow the use of bigger
batch sizes, which stabilize the training procedure. Second, it allows for
the use of patch sampling strategies to balance the representation of tissue
and structures in the training set. Although class imbalance is not a
big issue in tissue segmentation, there is still a difference between the
relative volumes and representation of tissue classes. Finally, as we will
later discuss, small patches also limit the spatial extent to which a lesion
can introduce errors in the tissue segmentation.

Despite the use of much smaller patches, our framework obtains a DSC to
the reference method of 94.6 & 2.5%, a level comparable to the ones reported by
similar state-of-the-art approaches, such as NeuroNet (93.142.4%) or FastSurfer
(avg. 89%). This suggests that a large spatial context is not important for
brain tissue segmentation and that small patches can be used without any
performance penalties. The competitive results also show that the proposed
input normalization and probabilistic loss function do not harm segmentation
performance in any way, while providing the previously discussed benefits.
Compared to traditional statistical methods, a big advantage of deep learning
approaches is that they can adapt their architecture and training procedure
to incorporate additional elements or data-driven techniques to improve or
amplify their capabilities. The works in this thesis take advantage of this fact
and propose modified architectures and data-driven techniques to extend and
improve upon the reference method used for training.

7.2.1 Effect of WM lesions

In Chapter 5, we have shown that the ways in which WM lesions affect patch-
based deep learning approaches are different than those of classical statistical
methods. In the reference tissue segmentation method used for training our
approach, WM lesions interfered with the characterization of tissue intensity
distributions and shifted the partial volume estimation probabilities across the
whole image. In contrast, the error from WM lesions is introduced in our deep
learning framework at the global level through changes in the input normal-
ization parameters and at the local level through changes in the segmentation
probabilities of patches where the lesion appears. The proposed percentile-based
minmax input normalization on the parenchyma reduces the effect of the WM
lesion intensities in the normalization parameters and avoids shifting the in-
tensities of the whole image on most cases. Since lesions only affect a small
percentage of white matter, the upper intensity percentile is rarely affected and
the normalization parameters remain fairly constant. Moreover, WM lesion
intensities in the T1-w images used for volumetry are typically darker than
the WM itself and do not influence the upper intensity percentiles. At the
local level, the use of small patches limits the spatial extent of patches affected
by the WM lesion without compromising segmentation performance. Without
any kind of lesion filling or inpainting, our deep learning framework already
showed much lower volume error due to WM lesions (GM: 0.07 £ 0.09%; WM:
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0.10 £ 0.11%) than the reference approach used for training (GM: 0.89 4+ 1.14%;
WM: 1.22 4+ 1.58%).

To reduce the effect of WM lesions in the measured volumes, the gold standard
technique is to perform WM lesion inpainting prior to the tissue segmentation.
Recently, several deep learning methods have been proposed that perform much
more realistic and accurate WM lesion inpainting that further reduce the error
on upcoming segmentation tasks. However, since the ultimate goal of the lesion
inpainting is to provide more accurate brain volumetry, we proposed a deep
learning method in Chapter 5 that is trained to perform both inpainting and
tissue segmentation in and end-to-end fashion using a multi-task double U-Net
architecture. In our approach, we introduce artificial lesions to a healthy image
and then train our model to inpaint the lesions and approximate the originally
healthy tissue probabilities. By jointly optimizing both tasks, the inpainting is
also trained to improve the downstream segmentation task through the gradients
coming from the segmentation loss. This data-driven technique allows to directly
minimize the WM lesion effect in the tissue segmentation without going through
the intermediate step of accurately concealing its intensities. The error from WM
lesions on the tissue volumes measured with our approach is almost negligible
(GM: 0.01 4 0.03%; WM: 0.02 + 0.04%) thanks to the use of small patches, the
proposed input normalization and the end-to-end multi-task optimization. The
main limitation of our method is that its not trained on pathological images with
actual WM lesions, since it needs to be trained on tissue segmentations from
healthy scans to which we later add artificial lesions. WM lesions might induce
inflammatory edema or mass effect deformation on the surrounding healthy
tissue and change its appearance in a way that the network might not be trained
to deal with.

7.2.2 Longitudinal atrophy quantification

In Chapter 6, we presented a novel unsupervised deep learning method for
segmentation-based longitudinal brain atrophy quantification in which we learn
from the outputs of an automated reference method while regularizing the
training using data priors to avoid learning its errors and biases. Typically,
short interval scan pairs are used for evaluating the quantification error of
brain atrophy approaches based on the assumption that an ideal method would
measure zero volume change between them. In our approach, we use the zero
change assumption to propose a tissue similarity regularization which penalizes
volume differences between pairs of patches from short interval scan pairs during
training. A key element of our method is that it segments only one patch at a
time, which means that the network cannot extract features jointly considering
the intensities from both short interval scans to reduce the volume differences.
Thus, the regularization can only rely on features extracted from a single scan to
reduce the influence of intensity variations, such as those from noise or movement
artifacts, and provide more consistent tissue volumes between the two short
interval scans. For training, we co-register the two short interval scans into a
halfway space to obtain the voxel-wise spatial alignment needed to apply the
tissue similarity regularization. However, since the network is trained to segment
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only one patch at a time, inference can be directly performed on a single scan
at a time and without having to perform any kind of image registration or
interpolation.

By penalizing volume differences between short interval scans during training,
we obtain a tissue segmentation and partial volume estimation which is more
robust to noise and image artifacts. The improvements imprinted on the model
during training translate directly to the inference of longitudinal imaging and
provide a huge improvement on brain atrophy evaluation metrics. The most
clinically relevant is the increase in sensitivity to differences in atrophy rates
between healthy and AD patients, where the Cohen’s d effect size of the reference
method is improved from d=1.01 to d=1.89 in the MIRIAD dataset and from
d=0.8 to d=1.39 in the ADNI1 dataset. It is worth noting that the only
segmentations that the network has ever seen are those from the reference
method, and that the observed improvements are achieved solely by the proposed
tissue similarity regularization applied during training. At a qualitative level,
our approach produces a smoother and less noisy segmentation that seems
to correlate better with the expected brain morphology. Compared with the
reference method, the improvement is mainly achieved by differences in the
segmentation of subcortical structure borders, the cortex and outer brain border.

We also observed other relevant improvements of our approach with respect
to the segmentation of the distinct GM and WM components that form the
brain parenchyma. In our experiments, the short interval error of the reference
method was three times as high for the GM and WM than for the parenchyma.
This suggests that the reference method is very inconsistent in estimating the
internal mixture of GM and WM components of the parenchyma and measures
differing volumes from each of the short interval scans. In contrast, our approach
has more similar levels of errors for the GM and WM components than for the
parenchyma, which suggests a much more consistent volume of the internal
GM/WM components from the parenchyma between short interval scans. We
also observed a remarkable WM atrophy rate correction effect due to the tissue
similarity regularization. In both of the considered datasets, the reference
method measured slightly higher levels of WM atrophy for the healthy controls
(HC) than for the AD patients, which does not make intuitive sense within
a generalized brain atrophy process. In contrast, we show that our proposed
regularized approach reverts this trend from the reference segmentations and
produces much more coherent rates of WM atrophy which are much higher for
the AD patients than for the HC controls. These two results suggest that the
regularization directly improves the segmentation and partial volume estimation
of the GM and WM tissues.

The main limitation of our approach is that we do not really control where or
how the regularization is affecting the tissue segmentation model. For instance,
we observed that, in some cases, nearby subcortical structures were merged by
our approach, which removed the WM interface between them. Most likely,
these thin WM channels were a large source of volume differences between short
interval scans and the regularization ended compromising the segmentation
accuracy to reduce volume variability.
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Chapter 8

Conclusions

In this chapter, we summarize the work accomplished and outline the main
contributions of this PhD thesis. We also discuss on future research that could
extend upon the novel ideas that have been explored in this thesis.

8.1 Contributions

The work done in this PhD has explored techniques and methods to extract
neuroimage markers relevant for prognosis and outcome prediction of brain
pathologies. In the following paragraphs, we provide the main conclusions and
contributions of this thesis.

« We have proposed two patch-based deep learning methods for stroke lesion
segmentation from MRI and CT imaging. In both of these approaches, we
have achieved state-of-the-art results by proposing novel ways to mitigate
the class imbalance, exploit brain symmetry features and post-process
the segmentation results. In our patch-based framework, we tackled the
class imbalance issue with a balanced training patch sampling along with
class balancing functions that improved the overall lesion segmentation
accuracy. We also proposed a way to utilize brain symmetry features for
stroke lesion segmentation within U-Net based architectures by using early
fusion of symmetrically augmented modalities. Within our implementation,
we can exploit distant symmetry features while using small patches and
also use a standard single-path U-Net architecture that avoids increasing
the number of trainable parameters. To adjust the model confidence,
variable thresholding combined with morphological post-processing allows
for improved sensitivity without a significant increase of false positives.
Furthermore, the use of uncertainty based filtering has refined lesion
borders and reduced the number of false positives.

The proposed 2D patch-based deep learning method for stroke core lesion
segmentation from CT perfusion is an improved version of the approach
we submitted to the ISLES 2018 challenge and that was among the onsite
challenge finalists. The approach presented in this thesis is an updated
version that is currently ranked 2nd in the ongoing testing leaderboard of
the ISLES 2018 challenge online platform and was published at Computers
in Biology and Medicine [JCR MCB IF 3.434, Q1(8/59)].
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The proposed 3D patch-based deep learning approach for stroke lesion
segmentation from multimodal MRI is currently ranked 1st in both of
the ongoing testing leaderboards for the SISS and SPES sub-tasks from
the ISLES 2015 challenge online platform and was published at Computer
Methods and Programs in Biomedicine [JCR CSTM IF 3.424, Q1(15/104)].

We have analyzed the effect of WM lesions on a patch-based deep learning
method for brain tissue segmentation. In the reference method from which
we trained, the lesion had a global effect and shifted the partial volume
estimation for the whole image, producing large errors in the measured
volumes. Within our patch-based deep learning framework, we observed
that the lesion has both a global and local effect. The global effect is
introduced through changes on the input normalization parameters which
shift the input intensities of the whole image. The local effect is introduced
through changes in the segmentation probabilities of patches where the
WM lesion appears. To mitigate these, we have proposed the use of a
minmax normalization based on intensity percentiles to reduce the global
effect and the use of small patches to limit the spatial extent of the local
effect. Our deep learning approach shows a much smaller influence from
WM lesions on the measured volumes than the reference method used for
training.

In addition, we have proposed a novel data-driven technique to minimize
the effect of WM lesions on deep learning based brain volumetry. The
use of a separate preprocessing step doing lesion filling or inpainting is
currently the gold standard technique to reduce the error introduced by
WM lesions. However, recently proposed state-of-the-art deep learning
techniques optimize inpainting through appearance or intensity based
metrics which do not consider the downstream segmentation task. In
our approach, we train the inpainting and tissue segmentation tasks in
an end-to-end fashion. By jointly optimizing both tasks, we obtain an
inpainting model that is also trained to aid in the segmentation task
through the gradients coming from the segmentation loss term. This
data-driven technique can adapt to the WM intensity profiles of the target
images and to the morphology and locations of WM lesions of the training
set. The error from WM lesions is reduced to almost negligible levels by
combining the use of small patches, the proposed input normalization and
the end-to-end multi-task training. This work is currently under a second
revision at Computerized Medical Imaging and Graphics [JCR RNMMI IF
4.790, Q1(27/314)]

We have proposed a novel unsupervised segmentation-based deep learning
method for longitudinal brain atrophy quantification. In our patch-based
approach, we learn from a reference tissue segmentation method while
using data priors to regularize the training and avoid learning its errors
and biases. For this, we proposed a tissue similarity regularization which
penalizes volume differences between short interval scans during training.
The training data is generated in an unsupervised manner by using a
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fully automated tissue segmentation pipeline on unlabeled pairs of co-
registered short interval scans. In inference, the model segments one
image at a time in its native space, i.e. without any kind of image
interpolation. For longitudinal evaluation, the baseline and followup
images are independently segmented and then measures of change are
derived from the tissue volumes. The improvements in tissue segmentation
and partial volume estimation imprinted during training thanks to the
regularization translate to the longitudinal case and improve brain atrophy
quantification metrics. Despite being exclusively trained on the reference
method segmentations, we achieve much lower short interval error and
higher sensitivity to differences between healthy and AD patients thanks
to the tissue similarity regularization. The proposed approach achieves
state-of-the-art results and is the first unsupervised deep learning method
purposefully built for longitudinal brain atrophy quantification. This
work has been submitted to Medical Image Analysis [JCR CSAT IF 8.880,

Q1(5/133)].

During this PhD thesis, various collaborations have taken place with other
researchers of the VICOROB group. In particular, a deep learning approach for
hematoma segmentation in hemorrhagic stroke [58] which stemmed from the
project carried out with Dra. Yolanda Silva from Hospital Dr. Josep Trueta.
Other relevant collaborations include a study on the use of synthetic images
for MS lesion segmentation [59] and a contribution to a book chapter on deep
learning applications for medical image analysis [60]. Moreover, contributions to
on-site international MICCALI challenges were done for stroke lesion segmentation
in 2018 and 2022. In the ISLES 2018 challenge, the proposed method was among
the finalists and was presented on-site in the workshop.

8.2 Future work

Throughout the realization of this PhD thesis, some limitations and aspects of
our research were not fully developed or reaching out of scope and are left as
future work.

For instance, the symmetric modality augmentation proposed to exploit
brain symmetry features in stroke could also be considered for the segmentation
of brain lesions from other pathologies. In the literature, an assumption is
made that symmetry features are only useful on pathologies which mainly affect
one of the brain hemispheres, such as stroke. However, we believe that deep
learning methods can still take advantage from brain symmetry features even if
the opposing hemisphere contains pathological intensities, since these kind of
approaches can learn to ignore these during training.

Our deep learning framework for brain tissue segmentation has shown much
less influence from WM lesions than classical state-of-the-art approaches. More-
over, the proposed data-driven technique to further reduce the effect of WM
lesions on brain tissue segmentation achieves an almost negligible error on the
measured volumes. However, both of these studies have been performed with
artificial lesions made from registered binary lesion masks and with intensities
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sampled from a normal intensity distribution. To obtain more meaningful and
clinically relevant results, a more sophisticated and realistic way to generate
artificial WM lesions should be developed. For this, recent generative deep
learning techniques could be used such as conditional variational autoencoders
(VAEs) or generative adversarial networks (GANs). Moreover, inaccurate lesion
masks could be used during training to increase robustness to noisy ground
truth labels and to the pathological effects of lesions on surrounding tissue, such
as edema or mass effect.

In the presented longitudinal brain atrophy quantification method, we ap-
plied the tissue similarity regularization on the typically available short interval
scans which are used to evaluate the atrophy quantification error. These are
always acquired back-to-back with the same scanning parameters and without
repositioning of the patient. We believe that the tissue similarity regularization
could also be used to improve the robustness to changes of scanner, acquisition
protocol or patient repositioning. For this, the regularization would be applied
between multi-domain short interval scans, i.e. made using different scanners,
with diverse acquisition parameters and with inaccurate repositioning of the
patient. Multi-domain short interval scans performed in this way would still
hold the tissue similarity prior and could in theory be used to train the model
to measure more consistent tissue volumes across a diverse range of scanning
conditions. However, to the best of our knowledge, there are no readily available
datasets having multi-domain short interval scans made in this way. A possible
way to overcome the lack of this kind of data would be to explore the use of
artificially generated or interpolated data. However, since brain atrophy quan-
tification relies on very fine and accurate analysis of intensities, the usefulness
of synthesized or generated data should be carefully validated in real images.

Furthermore, we believe that the proposed data-driven technique to minimize
the effect of WM lesions could be combined within our longitudinal brain
atrophy quantification method to provide accurate atrophy measures even on
pathological cases with WM lesions. In this case, the multi-task double U-Net
architecture would be used along with the tissue similarity regularization acting
on pairs of short interval scans from healthy subjects with artificially added
WM lesions. However, training and evaluation of such a method would require
an extensive and diverse set of imaging data. For training, this method would
require unlabeled pairs of short interval scans from healthy subjects and also
from pathological ones having manually delineated WM lesion masks. Evaluation
would then be performed on short interval and longitudinal imaging of both
healthy and pathological subjects, with manually labeled WM lesion masks,
from a similar image domain as the training one.

Ultimately, the purpose of these image markers is to be used within prognostic
and functional outcome prediction tasks. We believe that future research should
focus on development of models trained and optimized to directly provide the
final predictive marker from a combination of these imaging markers along
with relevant clinical and patient data. Within these models, much higher
robustness and accuracy could be obtained through the use of end-to-end multi-
task optimization which would be explicitly trained to extract several image
markers as intermediate features within the predictive model. In this way, the



8.2. Future work 91

extraction of different imaging markers would be coupled and directly optimized
towards improvement of the final prediction task. Moreover, higher levels of
interpretability could be achieved since the intermediate image markers can be
obtained as an additional output of the model and reviewed by physicians to
provide insights on what the model is taking into account to make its prediction.
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